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We introduce an algorithm for computing geodesics on sampled manifolds that relies on simulation of quantum
dynamics on a graph embedding of the sampled data. Our approach exploits classic results in semiclassical
analysis and the quantum-classical correspondence, and forms a basis for techniques to learn the manifold
from which a dataset is sampled, and subsequently for nonlinear dimensionality reduction of high-dimensional
datasets. We illustrate the new algorithm with data sampled from model manifolds and also by a clustering
demonstration based on COVID-19 mobility data. Finally, our method reveals interesting connections between
the discretization provided by data sampling and quantization.
Physical processes have inspired information processing algorithms throughout the history of computing.
Perhaps the most prominent examples are sampling algorithms inspired by statistical mechanics such as the
Metropolis-Hastings algorithm [1]. More recently, diffusion and the dynamics of heat flow have provided
inspiration for techniques that learn the geometry of
data sets and perform nonlinear dimensionality reduction
to reduce the complexity of high-dimensional datasets
[2]. This task is referred to as manifold learning, and
has become a cornerstone task in unsupervised learning from large datasets. Underlying manifold learning is
the manifold hypothesis [3], which states that most realworld high-dimensional datasets, especially those originating from physical systems constrained by physical
laws, are actually constrained to lower dimensional manifolds. Manifold learning has proven to be a successful means for reducing the complexity of such highdimensional datasets and enabling tasks such as shape
analysis and image denoising [4], feature extraction and
classification [5], anomaly detection [6, 7], and clustering
[8].
Diffusion-based approaches in spectral geometry [2, 9–
11] have been successful to data applications because
they are local and correspond to Markov processes defined on finite datasets. The spectral analysis of a
Markov generator of diffusion on a dataset is used to
access its geometrical features. These approaches exploit
two key properties: (i) in the limit of infinite data samples, the Markov generator limits to the Laplace-Beltrami
(LB) operator on the data manifold (with possible correction terms that depend on the data sampling distribution), and (ii) the low-energy eigenfunctions of the LB
operator, which physically correspond to the long-time
limit of diffusion, encode coarse aspects of the geometry
of the manifold.
In this paper we propose an entirely new approach to
learning the geometry of datasets, motivated by quantum
dynamics. We develop a data-driven approach to extracting geodesics on data manifolds and show how this can be
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coupled with embedding techniques to achieve non-linear
dimensionality reduction. The key ingredients to our approach are (i) the approximation of a unitary time evolution operator (propagator) for a quantization of Hamiltonian dynamics on the data manifold, (ii) propagation of
localized coherent states that approximate classical point
particle trajectories, (iii) a rescaling of the diffusion approximation parameter to support the quantized dynamics. Quantization of the dynamics linearizes the classically non-linear problem of solving for geodesics on a
manifold, and moreover, our construction allows us to use
results in semiclassical analysis to prove strong asymptotic connections between the dynamics induced by unitary propagation and geodesic distances on the underlying manifold. Approximations of geodesic paths have
been a central component of several previous algorithms
in computer vision and network science [11–14]. However, connections to quantized dynamics have not been
exploited in the past, and our work demonstrates the
considerable benefits of utilizing this connection.
We begin with background and asymptotic results in
Section I, develop data-driven constructions in Section II,
demonstrate our approach on model manifolds in Section III, and apply it to real-world data by performing
clustering on low-dimensional embeddings derived from
the output of our method in Section IV. We discuss the
relation to previous work and directions for extending
our results in Section V.

I.

QUANTUM AND CLASSICAL DYNAMICS

We begin by defining the dataset V = {v1 , v2 , ..., vN }
as N samples from the underlying compact, smooth, and
boundaryless Riemannian manifold M with dimension ν
and metric tensor gij . The samples are drawn according
to a fixed distribution that has density p with respect to
the Riemannian volume on M. The manifold is assumed
to be isometrically and smoothly (C ∞ ) embedded in Rn
with a bounded second fundamental form. We view the
index ` to correspond to a sample on M and v` ∈ Rn to
specify its extrinsic coordinates.
Often, in practice, n  ν and this renders resolving many geometric properties of the underlying man-
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ifold, including geodesics, computationally intractable.
The geodesic equation, from a Hamiltonian dynamics
point of view, models a “test particle” moving freely on
phase space, which is defined to be the cotangent bundle T ∗ M. Upon projection onto the configuration space
M, the motion of this particle traces out a geodesic path
with starting position and direction fixed by the initial
conditions to the Hamiltonian flow. Simulations of this
Hamiltonian flow are difficult to achieve directly since
there is no straightforward way to use samples only from
configuration space, M, to simulate dynamics that are
naturally described in terms of phase space variables,
i.e., x = (x1 , ...xν ) and p = (p1 , ...pν ), the canonical
configuration (or position) and momentum coordinates,
respectively. Another perspective, coming from geometric optics and modeled by the eikonal equation, is that
the phase space dynamics simulate the propagation of
a light ray in curved space. To obtain geodesics using
samples from the manifold the conventional approach involves solving a discrete approximation to the eikonal
equation [14], usually after a triangulation step that approximates a surface from the point cloud V .
In the following, we develop a different approach to
obtaining geodesics that does not require solving a nonlinear equation, or triangulation of the point cloud, and
instead requires only simple matrix operations on the
dataset V . Our approach proceeds through a quantization of the dynamical system, which is a linear (albeit infinite-dimensional) system, and propagation of
wavepackets defined on M, but localized to a point in
T ∗ M \ 0 (while still respecting the uncertainty principle) that quantum mechanically approximate the classical test particles. We then assess certain statistics of
these propagated wavepackets, which constitutes an effective dequantization that enables access to the underlying classical – and nonlinear! – dynamics, tracing out
the geodesic path with initial position and direction fixed
by the localization of the initial wavepacket.
In general terms, the linearization we are concerned
with connects certain dynamics of operators on L2 (M)
with Hamiltonian mechanics, or in the functional form,
Liouvillian dynamics on T ∗ M. The operator dynamics are generated by a linear operator Q̂h : C ∞ (M) →
C ∞ (M) with parameter h ∈ (0, h0 ] for some h0 > 0 and
driven by the operator solution Ût to h∂t Ût = iQ̂h Ût
ˆ Then, the evolution
with initial condition, Ût=0 = I.
2
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of Â : L (M) → L (M) is given by Ât := Û−t ÂÛt ,
which solves ∂t Ât = hi [Ât , Q̂h ] with initial condition
Ât=0 = Â. To bring this to classical dynamics on phase
space, a connective link is Egorov’s theorem [15], which
states roughly that if Q̂h and Â are the quantizations of
q, a ∈ C ∞ (T ∗ M), respectively satisfying certain properties, then Ât is the quantization of a ◦ Φtq with Φtq the
Hamiltonian flow given by q. A graphical description of
our approach is shown in Fig. 1.
Throughout this work, we will connect our discussion
to concepts in physics. To aid with this we use the follow-

<latexit sha1_base64="61K+KGX5oYrbhrjvED/VPyYTeXY="></latexit>

h

<latexit sha1_base64="xCmiUJ4OyYblD6ZQZBgvh2IdoYY="></latexit>

0 |Â| 0 i

⇡(
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FIG. 1: A schematic representation of our general approach. Through Egorov’s theorem a quantum-classical
correspondence can be established where the classical
flow on a manifold (M) is related to a quantized evolution
in Hilbert space (H). Expectations of time-propagated
quantized observables, hψ0 |Ût† ÂÛt |ψ0 i, can recover corresponding classical observables under geodesic flow, a◦Φtq ,
in the classical limit, h → 0. We show that quantized operators in Hilbert space can be approximated
from sample points on the manifold (black dots on the
torus above), and construct discrete quantum propagators (Ŭ )), states (|ψ0 )) and observables (Ă)) to approximate the time-dependent observable expectation by
(ψ0 |Ŭt† ĂŬt |ψ0 ). This approximation converges to the
classical flow in the infinite sample limit, N → ∞.
ing Dirac notation and physics terminology 1 : operators
and quantum states are denoted as Â and |ψi, respectively, and complex inner products are written as hφ|ψi,
where hφ| is the dual of |φi, i.e., this inner product is
anti-linear in the first component. Further, operator expectations are denoted hÂi := hψ|Â|ψi = hψ|Âψi, and
we often use generalized distributions (in the sense of
Schwartz) so that we may represent states in the position basis as ψ(x) := hδx |ψi, where |δx i a point mass
at x ∈ M, hence allowing us to think of them as L2
functions on the manifold.
This first step in our approach requires the notion of
quantization: as alluded to, this is a map that takes certain classes of smooth functions on phase space, called
symbols, to linear operators. The resulting operators
are then called pseudodifferential operators (or shortly,
ΨDOs). We refer to [15] for details, but to give a sense
of symbols and ΨDOs, consider the situation in Rd . On
identifying T ∗ Rd ∼
= R2d for the purposes of analogy, consider a symbol a ∈ C ∞ (R2d × [0, h0 )) for some h0 > 0
that is Schwartz class in R2d . Then, its quantization is
any of the continuous maps
Oph,τ (a) : S 0 3 u →
Z
i
1
e h hx−y,ξi a(τ x+(1−τ )y, ξ; h)u(y) dydξ ∈ S
(2πh)d R2d

1

A comprehensive table of notation can be found in SI. Sec. I.
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for S the Schwartz space of functions and S 0 the space
of tempered distributions on Rd and τ ∈ [0, 1]. Particular cases of interest are the standard quantization
with τ = 0, Weyl quantization with τ = 1/2 and right
quantization with τ = 1. The Schwartz class of symbols is too restrictive, since we lack even the differential operators here upon quantization; to remedy this,
one defines a more general symbol class of order (k, m),
which we denote by hk S m , to be given by functions
a ∈ C ∞ (R2d ) such that for all β, γ ∈ Nd0 , there is a
Cβ,γ ≥ 0 so that for all h ∈ [0, h0 ] and (x, p) ∈ R2d ,
|∂xγ ∂pβ a| ≤ Cβ,γ h−k (1 + |p|2 )(m−|β|)/2 . This symbol class
is defined by a certain decay of higher order derivatives
with respect to p, which ensures that the symbols have
an asymptotic expansion at large |p| that allows us to
distinguish dominant parts of the symbol. The corresponding image of Oph,τ is the space of ΨDOs of order
(k, m), which we write as hk Ψm .
The agreement of two ΨDOs up to a lower order signifies that the symbol of their residual decays an order
faster both, in h → 0 and in |p| → ∞; so e.g., ΨDOs
from two different quantizations, viz., different values of
τ , of a common symbol are equal up to a lower order
ΨDO. Now, indeed, we have the polynomials in the
symbol classes and in particular, the Laplacian (up to
semi-classical scaling), h2 ∆ ∈ h0 Ψ2 .
A particularly useful concept is that of the principal symbol of a ΨDO Â ∈ hk Ψm , which is the equivalence class [a0 ] ∈ hk S m /hk+1 S m−1 such that for any
a ∈ [a0 ], Â − Oph,t (a) ∈ hk+1 Ψm−1 . Roughly, the principal symbol captures the leading order behavior in the
limit h → 0, which is the definition of the classical limit
in the quantum-classical correspondence. This can be understood as the operator’s high-frequency component in
the following way: ifP
φ ∈ C ∞ (Rd ) has derivative dφ|x0 =
−p0 and q(x, p) = |β|≤D qβ (x)hD−|β| pβ is a symbol,
then application of its quantization to a wave-packet
i
i
with phase φ leads to, e− h φ Oph,τ [q(x, p)](e h φ )(x0 ) →
P
β
|β|=D qβ (x0 )p0 as h → 0. Another key part of the relationship between ΨDOs and symbols is that in as far as
ΨDOs commute up to a lower order operator, the principal symbol resulting from a product of ΨDOs is the
product of their principal symbols: Ĉ := Oph (a) Oph (b)
has principal symbol a0 b0 with a0 and b0 the principal
parts of a and b, respectively. These properties of the
principal symbol of a ΨDO underlie the key relationship
in the quantum-classical correspondence: principal symbols are the classical observables corresponding to ΨDOs
that are interpreted as quantum observables.
The semiclassical framework can be ported to C ∞
boundaryless Riemannian manifolds by localizing the
definition from Euclidean space to small balls, wherein
the manifolds are roughly flat themselves and then patching them together via partitions of unity. A key aspect
of this is that the symbol classes hk S m are invariant to
coordinate transformations [15, §14]. Likewise, the concept of principal symbol can be realized by taking local-

ized wavepackets on the manifold and applying ΨDOs to
them as was sketched in the previous paragraph for general wavepackets in Rd . This is expected since M locally
resembles Rd . Concretely, we will use coherent states to
this effect: given ζ0 ∈ T ∗ M, a coherent state localized at
ζ0 = (x0 , p0 ) is the function
ψζh0 (x) =

1 i ϕ(x,ζ0 )
eh
hν/4

(1)

with ϕ ∈ C ∞ (M) the restriction to ζ0 of an admissible phase [16] φ ∈ C ∞ (M × T ∗ M). This admissibility condition entails roughly that in a neighbourhood of
the diagonal {(x; x, p) ∈ M × T ∗ M}, φ can be approximated in local coordinates by, hp, x − yiRν + i||x − y||2Rν .
In the context of its interactions with ΨDOs, the phase
space properties of this function can be understood from
its Husimi function, as described in [16]. These states
satisfy the properties of coherent states usually encountered in physics [17]; i.e., they have minimum uncertainty
volume in quantum phase space, satisfying the Heisenberg uncertainty principle, which is equally distributed
between position and momentum degrees of freedom, defined through the Oph (·) quantization.
Connecting the semiclassical framework and Egorov’s
theorem with coherent states, the form of quantumclassical correspondence we will utilize is given by,
Theorem 1 (Ref. [16]). Let Q̂ = Oph (q) ∈ h0 Ψ−∞ :=
∩m∈Z h0 Ψm with q ∈ Cc∞ (T ∗ M) having real principal
symbol q0 and a ∈ h0 S m over h ∈ (0, h0 ] for some h0 > 0.
Then, given a coherent state ψh localized at ζ0 ∈ T ∗ M
and a fixed T ≥ 0, we have for all h ∈ (0, h0 ] and |t| ≤ T ,
i

i

|hψh |e− h Q̂t Oph (a)e h Q̂t |ψh i − a ◦ Φtq0 (ζ0 )| = O(h), (2)
where Φtq0 is the Hamiltonian flow on T ∗ M generated by
q0 .
We often call Q̂ the quantized Hamiltonian, or even just
the Hamiltonian when the context is clear with regards
to the classical case, in as far as it generates the dynamics
on quantum observables Â ∈ h0 Ψm through the propai
gator Ût := e h Q̂t . The expression Eq. (2) states that
the time evolution of any observable of our quantized
system approximates the classical Hamiltonian flow of
the corresponding classical observable generated by the
principal symbol of the quantized Hamiltonian Q̂. This
approximation improves as h → 0. The validity of the
relationship between the time evolution of the quantized
observable and the related classical flow given by Eq. (2)
is only valid until a fixed amount of time T > 0. This
suffices for our application, since we will propagate only
for a time smaller than the injectivity radius at a given
point on M.
The statement in Eq. (2) can be roughly understood
by expanding the propagated quantum observable by application of the Baker-Campbell-Hausdorff formula:
i

i

Â(t) = e− h Q̂t Âe h Q̂t = Â −

it
t2
[Q̂, Â] + 2 [Q̂, [Q̂, Â]] + . . . ,
h
2h
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with [Q̂, B̂] ∈ hk+1 Ψm−1 , whenever B̂ ∈ hk Ψm due to
the properties of quantization discussed above. If we dequantize this operator to recover the corresponding propagated symbol, it is clear that even if a has no dependence
on h the symbol at t > 0 will due to the terms in this
expansion. These are quantum corrections that decay as
h → 0 to yield the flow of the classical observable, a◦Φtq0 .
I.A.

Quantization for manifold learning

We set some notation for use in the following. Finitedimensional, data-dependent representations or approximations of operators, Â, and states, |ψi, are denoted
Ă and |ψ), respectively; Ă ∈ CN ×N and |ψ) ∈ CN
for some dimension N . Expectation values for finitedimensional approximations of quantum observables are
denoted hĂi := (ψ|Ă|ψ). Ă and |ψ) will be represented
in the position basis, unless otherwise specified. Finally,
we introduce notation for a global parameterization of
points on the manifold as ι(x) = (ι1 (x), ..., ιn (x)).
For manifold learning, a natural choice for the quantized Hamiltonian is Ĥ 0 = h2 ∆g , where ∆g is the LB
operator on M, since P
the principal symbol for this operator is H0 = |p|2g = i,j g ij pi pj , which is the classical
Hamiltonian for free motion on the manifold. Thus, the
corresponding flow ΦtH0 projected onto M transports a
particle along geodesics, however its speed depends on the
initial momentum magnitude. On the other hand, if we
demand that the quantized Hamiltonian for the system
take the form
p
Ĥ = h ∆g ,
(3)
then the corresponding classical Hamiltonian is H := |p|g
and its flow, which we denote by Φt , projected onto M
transports particles along unit speed geodesics, regardless of the initial (non-zero) momentum. Motivated by
recovering intrinsic distances and the exponential map
and in support of further applications where this unitspeed regularization is fruitful, it is this flow we wish to
approximate.
The form of quantum-classical correspondence given
by Theorem 1 is particularly suited to data-driven approximations of the LB operator of a manifold. A quantum system governed by a Hamiltonian Q̂ whose principal symbol q0 is localized in phase space and such that
q0 (x, p) ≡ |p|gx in a neighbourhood of (x0 , p0 ) ∈ T ∗ M
is immediately linked to the geodesic flow Φt (x0 , p0 )
through Eq. (2). Diffusion operators related to graph
Laplacians now have a good probabilistic convergence
theory from finite samples and we rely on the results of
i
[16] that convert them to propagators Ûqt0 := e h Q̂t . We
now set the stage for implementing this procedure.
Consider the matrix

2c0  ˘
−1 −λ
L̆,λ :=
IN − D̆,λ
Σ̆ T̆ Σ̆−λ
,
(4)

c2 

2

where [T̆ ]i,j = k(kvi −vj k /2), for k : R → R is a
smooth function that exponentially decays in its arguPN
ment. The diagonal matrices [Σ̆ ]i,i = j=1 [T̆ ]i,j and
PN
−λ
−λ
[D̆,λ ]i,i =
j=1 [Σ̆ T̆ Σ̆ ]i,j are normalizations and
R
j
cj = Rn k(||y||2 )y1 dy for j = 0, 2 are constants that are
trivial to compute upon a choice for k. The scale parameter  > 0 regulates the order of approximation beyond
the infinite sample limit and its optimal choice depends
on the density of the samples V on M. While there
is no universal choice for  at a given sample size, the
asymptotic rates of convergence in Proposition 2 lend
a rule-of-thumb. As the construction of our propagator and its discrete approximation are rooted in diffusion
processes, the intuitions for the  parameter carry over
from that literature
[18]: one attempts to assign a value
√
such that a -ball captures the local neighborhood of
any data point. Thus,  is a measure of degree of uncertainty or resolution in configuration space data, and
below we will show how it is intimately related to the fundamental phase space uncertainty h imposed by quantum
mechanics. Finally, the λ parameter that influences the
asymptotic (in N ) convergence properties of L̆,λ , which
we now discuss.
The asymptotic properties of L̆,λ have been thoroughly characterized in recent years, including the imN →∞
portant convergence result [19] that L̆,λ −−−−→ L̂,λ ,
where


2(1 − λ)
L̂,λ = ∆g +
h∇p, ∇ig + O().
(5)
p
The leading term in this operator is the LB operator on
the manifold, except for a correction term that depends
on the sampling density p. The correction term is zero
under uniform sampling, and its influence can be tuned
by choice of normalization parameter λ. While the choice
λ = 1 asymptotically removes the dependence on sampling density, this is not necessary for our approach because Theorem 1 only depends on the principal symbol
of the Hamiltonian generating the dynamics and these
sampling density dependent terms enter as lower-order
contributions to the symbol for h2 L̂,λ . Nevertheless, we
leave this option for regularization open.
Although L̂,λ approximates the LB operator on the
manifold as  → 0, this approximation is subtle from a
quantization perspective since the O() terms include differential operators of increasing order. Indeed, since the
basis of the approximation (Eq. (5)) is a first-order difference approximation to the infinitesimal of a diffusion
operator in the parameter , the corresponding symbol,
once viewed from the quantization perspective, only locally approximates |p|2g in phase space [16]. The domain
and quality of approximation grow as  → 0 and in order to apply semiclassical methods, this must increase at
a certain rate with h → 0 as well. Further, to use this
approximation to obtain quantum dynamics with a wellcharacterized classical limit, we must view it as applied
to coherent states, which as we discussed in the previous
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section are wave-packets localized in phase space. The action of the asymptotic operator L̂,λ on a coherent state
in fact uncovers this crucial relationship between  and
h, as we now see.
Proposition 1. Let α ≥ 1, h > 0, ζ0 := (x0 , p0 ) ∈ T ∗ M
and let ψζh0 be a coherent state localized at ζ0 . Then with
 := h(2+α) we have,
(h2 L̂,λ )ψζh0 (x0 ) = |p0 |2g(x0 ) ψζh0 (x0 ) + O(h).

(6)

Proof : see Supplementary Information (SI), Sec. I.
Eq. (6) states that, in the sense of the discussion in
the previous section, the high-frequency data in h2 L̂,λ
is the symbol of the semiclassical LB operator, Ĥ 0 when
the configuration space resolution parameter  decays as
h2+α for some α ≥ 1 with respect to the phase space resolution parameter h. In other words, h2 L̂,λ acting on a
coherent state approximates the action of the semiclassical LB operator on that coherent state, to order O(h).
In [16], h2 L̂,λ is shown to be a ΨDO with this scaling
of  and h and then, √
the action of Heisenberg dynamics
it L̂,λ
governed by V̂t := e
on coherent states is reduced
to the form satisfying Theorem 1. In practice we approximate expectations such as those on the left hand side of
Eq. (2) by discrete inner products that are influenced by
the sampling density p. Therefore, we must account for
this density as a multiplier here in the asymptotic regime.
Altogether, we have the quantum-correspondence principle for graph Laplacians, in the asymptotic (continuum)
limit:
Theorem 2 (Ref. [16]). Let Â be an observable for a
quantized system and a ∈ h0 S 0 its corresponding symbol.
q

Let the quantized system have Hamiltonian Ĝ = h L̂,λ ,

with h = 1/(2+α) for some α ≥ 1. The correspondi
ing propagator is V̂t = e h Ĝt . Let Φt denote the classical Hamiltonian flow generated by the principal symbol
of Ĥ: H = |p|g ( i.e., the homogeneous geodesic flow)
and let |ψζh0 i be a normalized coherent state localized at
ζ0 = (x0 , p0 ). Then, there is an h0 > 0 such that for all
h ∈ (0, h0 ] and |t| less than the injectivity radius at x0 ,
hψt,ζ0 |p̂Â|ψt,ζ0 i − a ◦ Φt (x0 , p0 ) = O(h),

(7)

q
where |ψt,ζ0 i := V̂t |ψζh0 i/ hψζh0 |V̂t† p̂V̂t |ψζh0 i is the normalized propagated state, and p̂ is a diagonal operator
representing the sampling density p.
This theorem tells us that if we propagate coherent
states for |t| < inj(x0 ) with the asymptotic data-driven
propagator, we can approximate observables of the classical Hamiltonian flow, and this approximation improves
as h → 0 ( → 0). Any features of the classical flow can
be reconstructed by suitable choices for Â. This result

is reminiscent of a semiclassical expansion of quantum
dynamics around a classical trajectory; i.e., for coherent state initial states and short times, time-propagated
quantum observables are equal to corresponding classical
observables, with O(h) quantum corrections. Although
such expansions are known in specialized settings [20, 21],
our result is (i) specific to the manifold learning context,
where the generator of evolution is the data-driven approximation Ĝ, and (ii) general in the sense that it applies to dynamics on any Riemannian manifold satisfying
the assumptions of Section I. In practice, we define coordinates on the manifold, u : RM → Rm , and compute
hûj i := hψt,ζ0 |ûj p̂|ψt,ζ0 i = M uj (x)|ψt,ζ0 (x)|2 p(x)dx,
where ûj = Oph (uj ), which as an operator is simply
multiplication by uj . The equality follows from the fact
that ûj and p̂ are diagonal operators in position basis.

I.B.

The role of h in manifold learning

What is the role of h in the quantum dynamics formulation of manifold learning? Unlike in physical theories, h is not a constant but a function of the sampled
dataset V . According
to the proof of Proposition 1, set√
ting h ∈ ω( ), for  the scale parameter in the graph
Laplacian construction of the heat kernel, results in a
data-driven propagator that approximates the action of
the LB operator on coherent states. This h() relation
is intended to set the quantization scale of the quantum
system to the resolution of the manifold provided by the
sampled data V . The rationale for this is motivated by
the following: the graph Laplacian construction √
approximates a diffusion process that is discretized to  balls
on the manifold. This process determines the smallest
scale to which we can resolve the manifold and in doing
so, uses all of the available resolution provided by the
sampled data on configuration space. With our choice
of coherent states as initial states, we redistribute this
resolution equally between the position and momentum
degrees of freedom. Therefore, following the uncertainty
principle, we must set the minimal phase space resolution for the √
quantum dynamical system to be above this,
i.e., h = ω( ). From this perspective, the h → 0 limit
is both the classical limit of the quantum dynamics and
also the limit where the sampled data fully covers the
manifold. The practice we have opted for here is to set
h = 1/(2+α) with α ≥ 1 as a way to balance errors that
arise from coherent state delocalization and from approximating the dynamics, as discussed in the proof of Proposition 1.
Another form of the uncertainty principle [22] dictates that the restriction of a ΨDO to a region of phase
space constitutes its restriction to a portion of the spectrum. The h parameter thus simultaneously plays the
role of setting an implicit spectral resolution scale: due
to the localization of a coherent state, applying a ΨDO
to it effectively restricts this action to a portion of the
spectrum governed by the momentum and the scale h.
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In the present context, [16] shows that coherent states
are implicitly driven, to O(h) error, by spectral truncations of the propagator V̂t . That is, |hψt,ζ0 |Â|ψt,ζ0 i −
hψt,ζ0 ,σ |Â|ψt,ζ0 ,σ i| = O(h) with |ψt,ζ0 ,σ i = Πσ V̂t Πσ ψt,ζ0
and Πσ the spectral projector onto the eigenspaces of
L,λ with eigenvalues at most σ ∼ |p0 |2g(x0 ) /h2 . Thus,
the coherent state evolves according to an energy scale
set by |p0 |g(x0 ) and h.

II. DATA-DRIVEN APPROXIMATION OF QUANTUM
DYNAMICS

This section outlines how the program to extract
geodesic distances through quantum propagation described in the previous section can be realized through
approximation of the quantum propagator, initial states,
and measurements using the point cloud dataset, V .
Pseudocode describing the procedures in this section is
given in the SI, Sec. VII.

II.A.

Propagator

We approximate the unitary propagator V̂t through
the graph Laplacian specified in Eq. (4). We choose
an exponential function for k(·), resulting in a Gaussian
√
−||vi −vj ||2/2
kernel [T̆ ]i,j
(in which case, c0 = π
√ = e
and c2 = π/2) and in the following, we will assume
λ = 1 normalization to reduce the error terms appearing
in Eq. (5), for in practice we find it to perform slightly
better than λ = 0, although the results are quite comparable. In the following, if we omit the λ subscript,
e.g., L̆ and L̂ , this implies the choice λ = 1.
qIn view of Theorem 2, we form the matrix Ğ =

h2 L̆,λ with h = 1/(2+α) for some α ≥ 1, and then
the data-driven approximation of the quantum propagai
tor V̂t over a time t is formed as V̆t = e h Ğt . L̆,λ is not a
symmetric matrix, and therefore in order to compute the
above functions of it, we perform a similarity transform
1/2
−1/2
of L̆,λ to a symmetrized version D̆,λ L̆,λ D̆,λ , perform
the required computations spectrally and invert this similarity transformation afterwards.
Note that Ğ is an approximation of the Hamiltonian
in the position basis of the quantized dynamical system.
We can then propagate initial states expressed in the
position basis, |ψ0 ), as usual, |ψt ) = V̆t |ψ0 ). Integrating
classical dynamics to get time evolved quantities requires
working with phase space variables, both positions and
momenta. In contrast, by quantizing we are able to work
entirely in the position basis, where the data is sampled,
an obvious advantage of quantization for our manifold
learning application.

II.B.

Initial states

Using the samples from M in V we will construct approximations of the phase space localized coherent states,
in Eq. (1), when the expected position x0 corresponds to
a sample point v0 := ι(x0 ) ∈ V . The definition of a coherent state requires only satisfying the admissibilty conditions given in [16] for its phase and as discussed there,
such a state can be readily prepared by using extrinsic
coordinates or a local coordinate patch about x0 . In practice, the prescribed phase may have a differential vector
lying outside of the tangent space of ι(x0 ). Nevertheless,
the procedures that follow give a phase sufficiently close
to admissible with high probability that this issue can be
circumvented.
Since vi represents a point i in a set of global, extrinsic
coordinates, an approximation of a coherent state with
expected position x0 is given by a vector with elements
h
i
kv` −v0 k2
T
i
|ψ̃ζh0 ) = e h (v` −v0 ) p0 e− 2h , 1 ≤ ` ≤ N, (8)
`

wherein p0 = (vn − v0 )/||vn − v0 || ∈ Rn is a vector in
the direction of vn , which is one of any fixed number
ncoll nearest neighbors of v0 . Here, the uncertainty parameter h is determined by the choice of  used in the
data-driven construction of the propagator. This is a
i
finite-dimensional approximation of |ψ̃ζ̃h i := |e h ϕ(·;ζ̃0 ) i,
0

with ζ̃0 = (x0 = ι−1 (v0 ), p0 ) and wherein p0 approximates p0 , the tangent direction between vn and v0 . We
denote the normalized version of |ψ̃ζh0 ) by |ψζh0 ).
Alternatively, one can also form a coherent state using local information derived through a data-driven approximation of the tangent space at x0 . An approach
to this is the local principal component analysis procedure (LPCA) as described in [23], which as shown there,
yields an approximation to the tangent space up to second order in the size of the local neighborhood2 , with high
probability. We perform LPCA on samples points within
a Euclidean distance δPCA from the sample point v0 corresponding to the initial point x0 ; i.e., on sample points
in the set S0 = {` | ||v0 − v` ||2 ≤ δPCA }. The dimension
of the approximated tangent space is dictated by the decay of singular values of the LPCA covariance matrix, or
can be set if the manifold dimension is known a priori.
LPCA defines a linear map Ŏ : Rn → Rν̃ , where ν̃ is
the dimension of the LPCA-determined subspace. Let
ϑv` 0 ∈ Rν̃ be the LPCA coordinates for all v` with ` ∈ S0 .
Once the LPCA approximation to the tangent space is
formed, the initial momentum can be chosen to be a vector in this space. Furthermore, we approximate geodesic

2

An application of this feature is that by preparing the state in
LPCA coordinates at x0 and propagating to time |t| < inj(x0 ),
one√can extend the approximation of normal coordinates from an
O( h) neighborhood to the whole of the sampled data within an
O(1) radius ball inside the normal neighbourhood at x0 .
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distances with the Euclidean distances in LPCA space,
and the inner product between tangent vectors that determines the phase of a coherent state is approximated
by a Euclidean inner product.
This gives rise to the following initial state :
(
v
v
kϑ 0 −ϑ0 0 k2
v0
v0 T
i
h
i
`
h (ϑ` −ϑ0 ) p0 e−
2h
e
, if ` ∈ S0
h
|ψ̃ζ0 ) =
`
0,
otherwise,
(9)
with p0 a unit vector in Rν̃ . Altogether, this is a
finite-dimensional, unnormalized LPCA approximation
of |ψζ̃h i, with ζ̃0 = (x0 = ι−1 (v0 ), p0 ), and p0 approx0
imating p0 which is an orthogonal projection of p0 onto
the tangent space at v0 .
As before, the uncertainty parameter h is determined
by the choice of  used in the data-driven construction of
the propagator, and we denote the normalized version of
this vector by |ψζh0 ). The propagation speed of this state
is one due to the normalization of the momentum vector,
and hence we often state distances as times in the following. An important point to note is that the formation
of this initial state vector does not require computations
with the original (possibly high-dimensional) samples.
II.C.

Measurements to extract geodesic distances

Following Theorem 2 and the discussion following it,
we use the expected position of a propagated state |ψt,ζ0 )
to identify a point on M that is approximately a distance
t from the expected position of the initial coherent state.
The most direct route to the expected position is through
the global extrinsic coordinates (in a larger embedding
space) provided by vi . Let q` := |[|ψt,ζ0 )]` |2 , 1 ≤ ` ≤ N ,
be the probability distribution over data points determined by the propagated state. Then, the mean position
of the propagated state is defined as the sample point
hx̆t i ∈ V that minimizes P
the Euclidean distance in Rn to
the empirical mean v̄ = ` q` vl .
As in the formation of the initial state, the localization of the propagated wavepacket also enables approximation of the expected position without global computations involving the high-dimensional extrinsic coordinates if we proceed through an LPCA approximation of
the local neighborhood of the maximum of the propagated state. Namely, we perform LPCA around datapoint v`∗ , where `∗ = arg max` q` , using all data points
in S`∗ = {` | ||v`∗ − v` ||2 ≤ δPCA }. This LPCA computation is decoupled from that of the initial state preparation, hence this neighbourhood size parameter δPCA
and the resulting coordinate map Ŏ may also be different from that of the previous section. The mean position is then defined as the data point in LPCA coordinates, hx̆t iLPCA ∈ Ŏ[V ] that minimizes the Euclidean
distance
P in LPCA space to the empirical mean position
ϑ̄ = `∈S`∗ q` ϑv` `∗ , where ϑ`v`∗ are LPCA coordinates for
the data point `.

The above procedures yield a data point corresponding to x̆t ∈ {ι−1 (hx̆t i), ι−1 ◦ ŎT hx̆t iLPCA } ⊂ M. They
are justified by the fact that for h following a certain
decay rate, we have with high probability that x̆t is
intrinsically within distance h from the geodesic point
xt := πM Φt (x0 , p0 ): this is,
Proposition 2. Let β := (2 + α)(ν + 1) + 1 and β0 :=
(2 + α)(5ν/2 + 4) + 2(ν + 2). Then, ∃ h0 > 0 such that
1. if the initial state is given by Eq. (8) and N −1/γ0 .
h < h0 , then with high probability, dg (x̆t , xt ) < h
and
2. if the initial state is given by Eq. (9) and N −1/γ1 .
h < h0 , then with high probability, dg (x̆t , xt ) < h,
wherein γ0 := max{ν(ν/4 + 1 + β), β0 } and γ1 :=
max{(ν + 2)(ν/4 + 1 + β)/2, β0 } whenever ν ≥ 2 and
if ν = 1 is possible, these maxima must be taken with
3ν/2 + 2β.
Proof. The proof is given in the SI, Sec. II and relies
on the convergence properties established in [16]. Essentially, the consistency can be applied almost directly,
save for that our initial states have phases that are some
perturbations away from being admissible. We show that
with high probability, both the extrinsic and LPCA formulations of the phases are sufficiently close to admissible
such that the corresponding initial states and their propagations with respect to V̆t are O(h) perturbations of the
propagations of coherent states. Then, the properties of
localization and means of the propagations of coherent
states given in [16] can be applied directly.
If we proceed through LPCA, we are using Euclidean
approximations of local neighborhoods of the manifold
for construction of the initial state and for approximating the expected position of the propagated state. However, since the propagator that connects the local neighborhood of the initial state, |ψ0 ), and the final state,
|ψt ), is global we expect to go beyond linear methods.
To confirm this, in Section III we compare geodesic distances extracted using quantum dynamics to those extracted using a Euclidean approximation of propagation
along geodesics (Euclidean propagation); specifically, we
use the Euclidean parametrization of the neighborhood
around v0 provided by LPCA to determine the sampled
data point lying closest (in Euclidean norm in LPCA coordinates) to a point ϑv00 + p0 t. This point is denoted
xE
t .
Finally, we mention that while the expected value of
the position coordinate over the probability distribution
determined by the propagated state is the best estimate
of position along the geodesic path, due to the localization of the propagated coherent state the extrinsic coordinates of the maximizer `∗ := arg max` q` , are often also a
good estimate of the quantities of interest, ιi ◦ Φt (x0 , p0 )
[16]. We have found this to be useful in cases where N
is small (see SI, Sec. VIII).
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II.D.

Choice of parameters

The computational procedure we have outlined in this
section requires choice of several parameters, the most
important of which are  and α. Appropriate choice of
both of these parameters is critical to accurate estimation
of geodesic distances, and consequently, manifold learning. This is a familiar situation in many manifold learning approaches and often there are data-driven heuristics
to guide the choice of optimal parameters; e.g., see Ref.
[24] for an approach to choosing the  scale parameter in
graph Laplacian applications. We now show that one can
utilize the result in Proposition 1 to define a procedure
for identifying regions in (, α) space that lead to good
performance for a given dataset.
Proposition 1 and the semiclassical representation of
L̂,λ imply the following about its expectation under a
coherent state h2 hψζh0 |L̂,λ |ψζh0 i = |p0 |2 + O(h) [16]. If
we choose normalized momenta for initial states, this expectation ≈ 1. Therefore, a heuristic for choosing  and
α is to compute in the finite-dimensional setting, the deviation D = |h2 (ψζh0 |L̆,λ |ψζh0 ) − 1| and identify the viable (, α) pairs as the ones where this quantity is small.
Note that this only requires construction of the matrix
L̆,λ and initial state vector, no spectral computations
or propagations. Given that |ψζh0 ) is a restriction of a
coherent state to the samples, this deviation condition
is effectively evaluating the closeness of matrix elements
elements of L̆,λ (in the O(h) orthonormal coherent state
basis) to the asymptotic quantity L̂,λ . In practice, we
recommend computing the average of this deviation over
initial states centered at several sampled data points or
to fix the initial state location (x0 ) and to compute L̆,λ
using several samples from the dataset.

III.

ILLUSTRATIONS

In this section we demonstrate geodesic distance extraction using quantum propagation, and its application for visualization, on some sample datasets. We use
LPCA-based constructions of initial states and position
expectations.

encodes the propagated coherent state |ψt=1,ζ0 ), with the
data points colored according to the probability mass at
the point, q` . The state remains localized as it propagates along the geodesic, and it is concentrated on points
a geodesic distance t from the initial point. In Fig. 2(b)
we show a snapshot of the propagated state at t = 1, with
the black circles highlighting sample points v` satisfying
dg (v` , v0 ) < h – where dg is the geodesic distance on the
sphere and v0 is the sample the initial state is localized
on – which clearly shows that the delocalization of |ψt,ζ0 )
is set by h.
To quantify how well the propagated coherent states
track geodesics, we repeat such propagations m = 50
times with uniformly sampled initial points and initial
momenta toward the nearest neighboring point in each
case. At each t = i∆t, we compute hx̆t iLPCA and xE
t .
Fig. 2(c) shows the average and one standard deviation
error bars for the geodesic distance of these positions to
the initial point. We see that hx̆t iLPCA corresponds to
points that are approximately a geodesic distance t away
on average, with very small variation. In contrast, xE
t ,
the points computed by the naı̈ve local Euclidean approximation of propagation along geodesics begin to deviate
from geodesic distance t for t > 0.6. The inset to Fig. 2(c)
also shows the average error in direction of propagation
for hx̆t iLPCA and xE
t . For each of the random propagations, this error is computed as ∆dir (t) = |1−pT0 gv0 p00 (t)|,
where p0 is the initial momentum dictating propagation
direction, gv0 is the metric tensor for the 2-sphere at the
initial point v0 , and p00 (t) is the initial momentum that
results in propagation to the point hx̆t iLPCA or xE
t . This
quantity is just the misalignment between the true momentum vector at t = 0 and the momentum vector required to propagate to the point determined by either
procedure. We evaluate ∆dir (t) away from t = 0 since
at very short times because of the poor resolution of the
manifold given by the finite number of samples, this error
can be large; i.e., there may not be a data point directly
on the geodesic curve and the closest point requires a
significantly different initial momentum to propagate to
with small t. This is an artifact of finite sampling that
becomes negligible at larger t, as shown by Fig. 2(c).

III.B.
III.A.

2-sphere

We uniformly sample N = 8000 points from the unit
2-sphere embedded in R3 (n = 3, ν = 2). The quantum propagator V̆∆t is formed with ∆t = 0.1,  = e−4.7 .
Fig. 2(a) shows an example propagation of an initial coherent state (α = 1.6) localized a point (black square)
with some initial momentum. The red curve shows the
true unit-speed geodesic path, obtained by solving the
geodesic equation for the 2-sphere, with the given initial conditions, and the magenta dots show hx̆t iLPCA for
t = i∆t for integer i ≤ 10. The color of the point cloud

Torus

The sphere is a relatively simple manifold with constant curvature. We next illustrate our method on a
more complex manifold with positive and negative curvature, the torus embedded in R3 (n = 3, ν = 2). We
uniformly sample N = 12000 points on a torus with
radii r = 0.8, R = 2 and form the quantum propagator V̆∆t with ∆t = 0.1,  = e−3.8 . Fig. 2(d) shows an
example propagation of an initial coherent state (constructed using LPCA, α = 1.8). The red curve shows the
true unit-speed geodesic path, obtained by solving the
geodesic equation for the torus, with the given initial conditions, and the magenta dots show mean positions de-
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FIG. 2: Illustration of geodesic extraction through quantum dynamics on two sample manifolds: the sphere ((a)(c)) and torus ((d)-(f)). In both cases, LPCA is used to construct initial states and compute expected position.
(a) Example propagation of a coherent state on the unit sphere with N = 8000 sample points and  = e−4.7 , α =
1.6, δPCA = 1.5. Initial expected position is indicated by the black square. The point cloud is colored according to
q` , and triangulated using Delaunay triangulation for visualization purposes. The red curve is the true unit-speed
geodesic curve up to t = 1 with the specified initial state, and the magenta dots indicate mean positions determined
through data-driven coherent state propagation for ten steps of ∆t = 0.1. (b) The propagated state at t = 1, with the
black circles indicating sample points v` such that dg (v` , v0 ) ≤ h, to show that the propagated state is localized in a
region dictated by h. (c) The average geodesic distance of the propagated state from the initial point as a function of
propagation time. The average is taken over m = 50 propagations and the spread around the average is shown using
one standard deviation error bars. The blue squares correspond to statistics of the geodesic distance to the point
extracted through quantum dynamics and the red crosses correspond to Euclidean propagation (see main text). The
inset shows the average error in propagation direction as a function of time. (d) Example propagation of a coherent
state on a torus with radii (r = 0.8, R = 2) with N = 12000 sample points and  = e−3.8 , α = 1.8, δPCA = 2.0. The
point cloud is colored according to q` , and an α-shape triangulation of the point cloud is used for visualization. The
red curve is the true unit-speed geodesic curve up to t = 1 with the specified initial state, and the magenta dots
indicate mean positions determined through data-driven coherent state propagation for ten steps of ∆t = 0.1. (e)
A comparison of the first 200 eigenvalues of the true LB operator on the torus (blue circles) and the data-driven
reconstruction (red crosses). (f ) The average geodesic distance of the propagated state from the initial point as a
function of propagation time. The average is taken over m = 50 propagations and the spread around the average is
shown using one standard deviation error bars. The blue squares correspond to statistics of the geodesic distance to
the point extracted through quantum dynamics and the red crosses correspond to Euclidean propagation (see main
text). The green circles correspond to statistics of geodesic distance calculated using a spectrally truncated quantum
propagator. The inset shows the average error in propagation direction on the torus.
termined through data-driven coherent state propagation
for ten steps of ∆t. The color of the point cloud encodes
the propagated coherent state |ψt=1,ζ0 ), with the data
points colored according to the probability mass at the
point, q` . To understand more systematically the quality
of geodesic distance extraction, we repeat m = 50 such
propagations from uniformly sampled initial points (with
initial momenta toward the nearest neighboring point in
each case) and show the statistics of the geodesic distance to the extracted point, hx̆t iLPCA , as a function of
propagation time t in Fig. 2(f). The blue squares show
the average and one standard deviation variation of the
geodesic distance extracted up to t = 1. For comparison

we also show the statistics of geodesic distance to the local Euclidean approximation of geodesic propagation xE
t .
The inset in Fig. 2(f) also shows the error in propagation
direction (quantified in the same way as for the sphere
example) for the two propagation methods.
We see that the quantum propagation incurs slightly
more error for the torus than for the sphere, however,
the average error is still O(h). The discussion in Section I I.B implies that the propagation of a coherent state
with scale set by h is dictated by a restricted portion of
i
the spectrum of e h Ĥt . Thus, to see the potential of the
approach with larger number of data samples, it makes
sense to compare to propagation under a more accurate
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spectral truncation of Ĥ. In SI, Sec. V we use intrinsic information about the torus to directly construct the
LB operator for the torus by numerical diagonalization.
We truncate the spectral data at 800 total eigenvalues
3
(including degeneracies) and eigenvectors and form a
spectrally truncated propagator, Ṽ∆t , defined over a regular discretization of the torus over N 0 = 51300 points.
Fig. 2(e) compares the first 200 eigenvalues of the datadriven LB reconstruction, and the more accurate reconstruction through numerical diagonalization, and clearly
shows the disagreement between spectra after ∼ 100
eigenvalues. We then propagate initial coherent states
(with h = e−1 as above), extract points closest to the
expected position of the propagated states, hx̆t iLPCA , using the same approach described above, and the statistics of the geodesic distance to these points are shown
in Fig. 2(f) as green circles. The results show extremely
low error in geodesic distance of hx̆t iLPCA , and low errors in propagation direction (green circles in the inset of
Fig. 2(f)). We note that the reduction in error in direction is also a result of a better estimation of the tangent
space at a point due to the larger number of data samples.
Since the phase-space localization h is fixed throughout,
we have here an example in which truncation to a better
spectral approximation yields tighter geodesic approximation. By the spectral convergence of the graph Laplacian to the LB operator [25], we conclude that with more
data we could reproduce the extremely low error geodesic
extraction demonstrated with Ṽ∆t .
For completeness we also present spectral data for the
graph Laplacian for the sphere example in SI, Sec. IV,
and in SI, Sec. IX we plot the deviation measure, D, used
to inform parameter choices (see Section II II.D) for the
sphere and torus datasets and indicate the (, α) values
used above.

III.C.

Using geodesic distances to embed

Now we demonstrate how the geodesic distances extracted using quantum dynamics can be used to embed
datasets in Euclidean space for visualization. To do so,
for each sample point v` in the dataset, we propagate ncoll
coherent states whose position coordinates are initially
localized on v` . The coherent states are constructed with
momenta in orthogonal directions in the tangent space at
v` , estimated using LPCA, as detailed above. Each state
in the collection will propagate along a geodesic. The
propagation is done in steps of ∆t, by applying Ŭ∆t , for
nprop steps. For each step, this enables the extraction of
a geodesic spray consisting of ncoll sample points that are
approximately a geodesic distance i×∆t for 1 ≤ i ≤ nprop
from the initial state. We populate a geodesic distance

T

FIG. 3: 3D embeddings of samples from a sphere and
torus, using force-based graph layout based on geodesic
distances extracted using our approach. The data is described in Sec. III. The parameters used are: (sphere:
 = e−4.7 , α = 1.6, δPCA = 1.5, ∆t = 0.1, nprop =
5, ncoll = 40), (torus:  = e−3.8 , α = 1.8, δPCA =
2.0, ∆t = 0.4, nprop = 1, ncoll = 40).
matrix G using this data 4 and this distance matrix is
used to embed the sample points in three dimensions using force-directed layout [26]. The matrix G can be considered a sparsified version of the original distance matrix T̆ based on Euclidean distances, which typically has
no strictly zero entries. The embedding based on forcedirected layout is not unique, and a potential direction for
future research is the study of optimal embedding techniques given the approximate geodesic distances output
by quantum propagation.
We follow the above procedure for the sphere and torus
datasets and in Fig. 3 we show the resulting embeddings.
See caption for the parameters used in both cases. In
both cases, the reconstruction is a good representation
of the original manifold. Of course, there is no dimensional reduction in this case, however the reconstructed
embedding clearly reproduces the geometry of the original point cloud dataset.
IV.

We now present an application of our method to a
real-world dataset, and demonstrate its utility for visualization and clustering of high-dimensional data. The
global COVID-19 pandemic has resulted in massive and
unprecedented disruptions to patterns of daily life. Analyzing changes in mobility during the past year has led
to insights into social distancing patterns and infection
modalities that can inform public health policy and management [8, 27–29]. Geolocation information from mobile phones provides a wealth of mobility data, and has
been the basis of most of the previous studies on mobility
changes during the pandemic. This data can be complex
and extremely high dimensional, and traditional mani-

4
3

The magnitude of the largest eigenvalue used is 156.5.

AN APPLICATION: COVID-19 MOBILITY DATA

The matrix G is a function of N, , α, ∆t, nprop , ncoll , δPCA , but
we do not explicitly notate this dependence for conciseness.
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fold learning techniques have been shown to be informative for visualization and clustering of this data [8].
In this section, we analyze aggregated mobility data in
the Social Distancing Metric dataset from SafeGraph Inc.
[30]. This is a fine-grained dataset that collects geolocation information from mobile devices, aggregates it at the
census block group (CBG) level in the United States and
records it daily for a period of over a year. It contains
a wealth of information and we extract a simple metric
to gauge the mobility patterns of citizens: we compute
a daily stay-at-home (SAH) fraction for each CBG that
is the ratio of the completely_home_device_count to
the device_count values. The latter is the number of
devices seen during the date whose home is determined
to be in the CBG being considered, and the former is
the number of these devices that were determined to not
have left the home CBG during the day [30]. The SAH
fraction for a date provides a measure of how curtailed
mobility was within a CBG. To allow comparison to an
earlier study with the same dataset [8] we limit the data
to the 117-day time period from February 23, 2020 to
June 19, 2020, which provides a snapshot of mobility
patterns during the first three months of the pandemic.
In the following, we present results for analysis of mobility data for the state of Georgia (GA). After removing
17 CBGs with poor quality data, there are 5509 CBGs
within the state. Therefore, our dataset has N = 5509
samples, each of dimension 117. We minmax normalize the data samples so that the minimum SAH fraction is zero and maximum is one. We performed quantum manifold learning on this dataset with parameters
 = e−1/2 , α = 1.4, ∆t = 0.1, nprop = 20, ncoll = 60. See
SI, Sec. IX for a plot of the deviation measure D for this
dataset that informs these parameter choices. We compute initial states and hx̆t i using the original extrinsic
coordinates and do not employ LPCA for simplicity and
since the data dimension is not large enough to prohibit
this. After extracting a geodesic distance matrix G, we
embed the data in three dimensions using a force-directed
layout using G. The data is then clustered into 5 clusters an in Ref. [8]. We use the k-means algorithm for
clustering with the coordinates of the 3D embedding, as
opposed to Gaussian mixture model (GMM) clustering
as was done in Ref. [8], although the results are similar
with GMM clustering, see SI, Sec. VII for details.
Fig. 4(a) shows the embedding in 3D with the clusters
indicated by colors. In addition, the average SAH fraction time series for each cluster are shown in Fig. 4(b),
which shows that the clustering is meaningful; i.e., although almost all CBGs exhibit a similar mobility pattern, the clusters reflect different amounts of overall SAH
fraction. The average mobility traces of the clusters are
clearly separated. Finally, Fig. 4(c) shows a map of the
CBGs, with the same color coding of clusters as in the
other subfigures. This geographic representation clearly
shows the rural-urban divide in degree of mobility change
during the pandemic; the higher SAH fraction clusters
are associated with the urban centers in GA, while the

majority of the state exhibited behavior consistent with
lower SAH fraction curves (light blue and brown clusters).
It is instructive to compare the results in Fig. 4 to
those in Ref. [8], where a similar clustering analysis was
done with Laplacian eigenmaps. In that work, the authors needed to embed into 14 dimensions in order to
obtain good clustering, whereas we obtained meaningful clusters that represent distinct classes of SAH degree
through a greater dimensional reduction to three dimensions. An explanation for this might be offered upon
looking at the asymptotic situation for manifolds: then,
generally speaking, the Laplacian eigenmaps embedding
places an eigenfunction of L̂,λ at each coordinate axis directly and hence relies on the clustering method to pick
up on the geometry exposed by the selected eigenfunctions. It is by now well understood [31] that one may
need to look deep into the higher order eigenfunctions
with sufficiently small  to recover non-trivial features of
the geometry; a priori, this would therefore involve using
a large number of the smallest eigenfunctions, especially
if there are degeneracies. On the other hand, the method
we have presented assigns neighbours based directly upon
the intrinsic geodesic distances, which implicitly involve
higher order eigenfunctions [32] so that the dependence
on N and  is only in the quality of the application of
Egorov’s theorem and hence, of geodesic approximation.
Therefore, our method potentially enables a smaller embedding dimension to identify the same geometric features of data.
Finally, to illustrate another feature of our approach to
manifold learning via quantum dynamics, in Fig. 4(d) we
show 3D embedding and clustering using the same methods described above (and same parameters), except using
`∗ , the maximum of the probability distribution dictated
by a propagated coherent state, as the estimate of the position of the propagated state. While the mean position
hx̆t i enables extraction of clusters with consistent average
behavior, using the maximum to determine points a certain geodesic distance away results in a procedure that is
sensitive to data outliers. This is illustrated by the brown
and dark blue clusters in Fig. 4(d), which are disconnected or poorly connected to the remaining data points.
When examining the average SAH fraction time series
for these clusters in Fig. 4(e) we see that they are distinct from the other time series. Particularly remarkable
is the dark blue cluster, which shows a marked change
in SAH fraction around May 1st 2020. We note that the
number of these outliers is small (18 (62) data points in
the brown (dark blue) cluster) and identifying them is a
challenging task in such a large dataset. These outlier
CBGs are distributed across the whole state, but particularly concentrated in urban areas; e.g., in Fig. 4(f) we
show a zoom into the Atlanta metropolitan area, which
contains some of the outlier CBGs.
The application presented in this section and subsequent analysis demonstrate the applicability of our manifold learning approach to real-world data sets, even ones
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FIG. 4: An application of geodesic extraction through quantum dynamics on mobility data from the US state of
Georgia (GA). (a) Force-based graph layout in R3 of CBGs based on extracted geodesic distance matrix, where the
location of the propagated states is calculated using the mean position hx̆t i. The 3D coordinates from this embedding
are used to cluster the CBGs using k-means clustering, and the five clusters are marked by color. (b) The average SAH
fraction time series for each of the clusters in (a), with the same color-coding. (c) Geographic location of the clusters
in GA. CBGs colored in gray are ones for which there was missing or poor quality data – these were excluded from the
analysis. (d) An R3 embedding of the same data as in (a), but with the location of the propagated state calculated
using the maximum of the associated distribution over data points. Again, clustering is performed using k-means on
the embedded coordinates. Poorly connected outlier CBGs are indicated by the brown and dark blue points. (b)
Average SAH fraction time series for each of the clusters in (d), with the same color-coding. (f ) Geographic location
of the CBG clusters in the Atlanta metropolitan area. We present a zoom in into this area because some of the outlier
CBGs identified in (d) are located in this area.
that are moderate in size (N ∼ 5000 points). Remarkably, we have empirically found that our approach is also
useful in smaller datasets, where the theoretical properties derived in the large N limit are not necessarily
guaranteed. In the SI, Sec. VIII we present results from
applying our method to small high-dimensional datasets,
one containing COVID-19 mobility data at the global
level, and another containing National Basketball Association (NBA) player performance statistics.

V.

DISCUSSION AND RELATED WORK

Manifold learning has a long history with much of the
early work dedicated to approximating geodesics or the
distance map via discretization of the Hamilton-Jacobi or
eikonal equations in one form or another [12, 13]. Even
Dijkstra’s algorithm and its various cousins have their
justifications rooted in these non-linear PDEs on configuration space [14]. These methods rely either on intrinsic
knowledge of the manifold such as a parameterization or
some form of regularized meshing such as triangulation;
in the case of Dijkstra’s algorithm, which remains closer

to the inverse problem roots of manifold learning, convergence is not always guaranteed [14]. More recently,
the field has received a resurgence of interest and many
new techniques have emerged since discrete graph structures were shown to approximate operators of the form
∆ + O(∂ 1 ) on manifolds, with high probability [9, 19].
These works to date, to the best of the authors’ knowledge, owe in significant part to the highly local properties
of differential operators and the corresponding diffusion
processes they generate [2, 9, 19, 33]. In this work, we
have gone against the grain in this sense: we have relied
on the highly local nature of the diffusion process to approximate its generator, which semi-classically has the
form ∆ + O(h∂ 1 ) and proceeded to drive localized initial
conditions with non-local dynamics. In doing so, we have
developed an entirely linear framework for approximating the highly non-linear geodesic equations, eschewed
the need for short-time asymptotics and any gradienttype computations (both of which have stability issues)
as needed, for example in [11] and traded the search for
the correct set of eigenfunctions – a difficult problem in
the context of manifold learning applications [34] – with
the optimization of a continuous parameter, h through
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the coherent state, for which we provide a region to narrow and guide the choice of optimal parameters. Additionally, while most manifold learning methods are sensitive to the sampling density, p, as discussed in Section I I.A, our approach has reduced sensitivity because
p contributes at low order to the principal symbol of the
data-driven Hamiltonian.
The methods we employ combine diffusion dynamics
on manifolds [19, 35], which provide a necessary step to
essentially bootstrap from discrete graph structures to differential operators L̂,λ that encode geometric data, with
semiclassical analysis [15] that informs the sense in which
these operators encode configuration-space dynamics, the
appropriate dynamical operators V̂t and initial conditions
|ψζh0 i with which to access this and the length scales h at
which this correspondence is valid. Related to the latter
aspect is the large body of work from microlocal analysis
[36–39], which uses the concept of the wavefront set to
identify propagation of singularties along the classical dynamics encoded in the driving operator. In essence, the
spectral function V̂t of L̂,λ is approximating
the Fourier
√
Integral Operator (FIO) Û t := eit ∆g and the application of the coherent state |ψζh0 i is in fact resolving the
wavefront set of the Schwartz kernel of Û t to resolution
governed by h and for the point ζ0 in phase space T ∗ M.
It is conceivable that one could devise other FIOs with
the appropriate canonical relation to resolve geodesics,
or other function classes to dissect the phase space in
search for the wavefront set, or canonical relation of an
FIO. In general, both are hard to deploy, especially in
the presence of anisotropy; such a program has been carried out in some part for the case of data on Cartesian
grids in [40–42], hence this is in a rather different setting
to ours. To the best of the authors’ knowledge, ours is
the first work to employ such methods in the sense of the
manifold learning inverse problem.
One aspect we merely touch upon here is that of embedding the manifold. The problem of isometrically embedding a manifold in low dimensions goes back at least
to Nash [43], who showed with great technique how to
do this constructively. In doing so, the proof methods
also show the inherent difficulty of this task: in that setting, all the details of a manifold are assumed – indeed,
Nash’s theorems solve a direct problem – and still, this requires highly intractable (to implement) recursive methods. Approximation methods from the inverse problem
perspective range from minimizing certain stress functionals [44, 45] to aligning approximate tangent spaces
[46–48] to using the spectral data of an approximated
diffusion operator [9, 10, 35] or more recently, employing
geometric controllability of the wave equation [49]. In essentially all cases, a key role is played by the distance map
on the manifold: this is approximated to some order by
each method, typically chaining local Euclidean distances
from the given, possibly (very) high-dimensional embedding, to global approximations of geodesics. The quality
of these approximations, going from local to global es-

sentially controls the order to which a given embedding
will be isometric and close to the original dimension of
the manifold. Thus, the task of approximating geodesics
well is key to solving the often-sought embedding problem.
Recently, new deterministic methods have been proposed to resolve the embedding problem with significant
improvement in dimension reduction, in a more tractable
fashion than Nash’s algorithm [49, 50]. These stray somewhat from the present context, but there is nevertheless some intersection with [49] in that geometric control
of the solution to a spectral approximation to the wave
equation is used to embed the manifold from data and in
doing so, also to recover the distance map. In that case,
it is the unique extension property of smooth solutions
that plays a key role, rather than the specific nature of
propagation and phase-space localization properties that
we employ. Other than these cases, most of the effort in
manifold embedding coming from dynamics on function
spaces has been rooted in diffusion processes: eigenfunction embedding methods such as [10, 35] rely heavily on
the asymptotically small-time limit of the heat equation
to recover geodesics, as per Varadhan’s formula [11]. To
compare, on the one hand, our proposed method is only
little more than the very original 0-1 graph Laplacian operator as proposed in [9]. On the other hand, when this
operator marks geodesic neighbours, globally rather than
only locally, we can interpret it as an approximation to
the spherical means operator [32, 51]. In that sense, when
using single neighbour (the 0-1 case), this is a p
sparse representation of the canonical relation in cos(t ∆g ) that
encodes geodesics and simultaneously it provides a nearest neighbours approach to embedding.
A common problem in the real-world application of
spectral methods is the search for eigenfunctions: a typical use-case is to embed high dimensional data in low
dimensions in order to separate the data into meaningful
clusters. The heuristic is the existence of a spectral gap
−1 −λ
among
Σ̆ T̆ Σ̆−λ
in the diffusion matrix T̆,λ := D̆,λ

the top eigenvalues (which are the low-lying eigenvalues
of graph Laplacian), both to identify the number of clusters and the dimension of embedding in which to identify
them with lower dimensional techniques [52]. However,
such a gap may be dampened or effectively non-existent
due to various features of data manifold, such as large
variances in cluster sizes or a dominatingly large background cluster, which absorbs most of the diffusion process and thus localizes many of the leading eigenvectors to
itself [31, 34]. This is of course particularly problematic
for outlier detection [34, 53]. In contrast, our approach
works with the high-energy eigenfunctions of the graph
Laplacian by the nature of V̂t that drives the dynamics: indeed, the propagation of localized states, or in the
microlocal setting, singularities, by the half-wave propagator it approximates is governed by the high-energy
eigenfunctions of ∆g [32]. These eigenfunctions are, by
their very nature, highly delocalized [32] and tend to concentrate on geodesics – which are global – rather than
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concentrating on dense regions, either due to sampling
concentration or geometry, as would be the case for slow
mixing of diffusion processes. Moreover, the use of coherent states |ψζh0 i has another effect from the clustering
perspective: the parameter h sets that on propagation
with this state, the operator is implicitly projected onto
eigenvalues to order 1/h. We have suggested a simple
test to give a regime in which the choice of (, h) yields
good embeddings for all of the examples we have considered here. Thus, we are employing a large range of
the spectrum at once and h provides an implicit parameter for spectral truncation, with the ability to a priori
ascertain optimal regions. This may explain the applicability of our approach to the various tests provided here,
both in large and small data settings: in particular, we
note that in Figure 4 (d-f) we witness the existence of
an outlier statistic with accompanying cluster even with
a very rudimentary embedding with extremely low dimension (three), which is not seen to be present with the
diffusion based approaches until at least eight eigenvectors are used and clustering is done in eight dimensions.
Further, in the SI, Sec. VIII we show more embeddings
from other real-world datasets that exhibit meaningful
separation and clustering.
In addition to establishing a new framework for manifold learning our work motivates several future directions. Firstly, while we used graph Laplacian convergence results in order to construct the unitary quantum
propagator, it would be interesting to use other constructions with convergence guarantees. As discussed in the
2-torus example, the slow spectral convergence of graph
Laplacians motivates the search for other approaches to
constructing the unitary propagator that provide direct
√
access to the matrix elements of the FIO Û t = eit ∆g .
Secondly, while in this work we used force-based graph
layout as the embedding method, it would be fruitful to
evaluate other embedding techniques, e.g. [54], and construct new ones that specifically take advantage of sparse
geodesic distance matrices. Another interesting direction
is to consider the integration of our approach with techniques for data-driven modeling of dynamical systems.
In essence, our approach reconstructs the dynamical flow
of a system from samples of configuration space. Considering the convergence properties in [16], the methods can
readily approximate the geodesic flow of rather general
phase space observables, hence enabling the simulation
of observable time traces, fi ◦ Φt for many i. These can
be input to dynamic mode decomposition (DMD) [55]
to construct approximations of the Koopman operator
f 7→ f ◦ Φt [56] for the system and the corresponding
analysis of coherent structures may be useful for applications [57].
Finally, our work naturally suggests the investigation
of quantum computing algorithms for manifold learning.
Quantum computers are widely believed to provide an
exponential speedup for the simulation of quantum dynamics [58], which is the core ingredient in our approach.
Thus, a quantum algorithm for manifold learning based

on the approach presented here could provide the ultimate route to scalable manifold learning on extreme-size
datasets.
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I.

NOTATION

In this section, we collect and explain the notation used in this work.
M
g
ν
dg (x1 , x2 )
∆g
n
V = {vi }N
i=1
p
ι(x)
η x0 (x)
S
S0
x = (x1 , ...xν ), p = (p1 , ..., pν )
ζ = (x, p) ∈ T ∗ M
Φtq
a ∈ C ∞ (T ∗ M)
hk S m
hk Ψ m
Â : C ∞ (M) → C ∞ (M)
Oph (a)
Ût : C ∞ (M) → C ∞ (M)
|ψi ∈ C ∞ (M)
|ψζh0 i ∈ C ∞ (M)
|ψ) ∈ CN

Ă ∈ CN ×N
inj(x0 )
ν̃
Ŏ : Rn → Rν̃
ϑv` 0 ∈ Rν̃
>0
0≤λ≤1
α>0
∆t > 0
nprop ∈ Z
ncoll ∈ Z
δPCA > 0

Manifold that data is sampled from.
Metric of manifold M.
Intrinsic dimension of M.
Intrinsic, geodesic distance between points x1 , x2 ∈ M.
Laplace-Beltrami operator on M.
Dimension of extrinsic coordinates for points sampled from M.
Dataset, consisting of N vectors in vi ∈ Rn .
Sampling distribution dictating sampling from M.
Extrinsic coordinates for a point x ∈ M.
Normal coordinates centered at x0 for a point x ∈ M.
Schwartz space of functions on Rd .
Space of tempered distributions on Rd .
Position and momentum phase space variables defined on T ∗ M.
A point in phase space.
Hamiltonian flow representing time evolution associated with symbol q.
A symbol representing a physical observable in phase space.
Symbol class of order (k, m).
Space of pseudo-differential operators of order (k, m).
Operator representing a quantum observable.
Quantization of a symbol a to an operator Â.
Unitary propagator representing time evolution map for a quantum system.
An (infinite-dimensional) quantum state.
A coherent state centered at phase space point ζ0 .
An N -dimensional complex vector that depends on the dataset V . If a corresponding |ψi is
defined, |ψ) is the restriction of |ψi to V . Sometimes we will abuse this notation and denote
both the vector and a C ∞ extension by |ψ).
An N × N complex matrix that depends on the dataset V . If a corresponding Â is defined,
Ă is a finite-dimensional approximation of Â.
Injectivity radius of point x0 ∈ M.
Dimension for local principal component analysis.
Local principal component analysis (LPCA) linear map
LPCA coordinates for data point `, with LPCA performed at point v0 .
Scale parameter dictating neighborhood size for sampled data points on M.
Normalization parameter dictating convergence properties of data-driven Markov generator.
Scale parameter dictating uncertainty of coherent states constructed from dataset V .
Time step taken by quantum propagator.
Number of ∆t time steps to propagate.
Number of initial states to propagate.
Radius of Euclidean ball that dictates the samples points over which LPCA is performed.
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II.
II.A.

THEORETICAL PROOFS
Proof of Proposition 1

Proposition 1. Let α ≥ 1, h > 0, ζ0 := (x0 , p0 ) ∈ T ∗ M and let ψζh0 be a coherent state localized at ζ0 . Then with
 := h(2+α) we have,
(h2 L̂,λ )ψζh0 (x0 ) = |p0 |2g(x0 ) ψζh0 (x0 ) + O(h).

(10)

Proof : The expansion of L̂,λ defined in the main text is pointwise a Taylor series and can be found in [19] to be, on
application to u ∈ C ∞ in local coordinates,


∞ j−1
X
2(1 − λ)

h∇p, ∇·igx [u](x) +
Gj (x, D)[u](x),
(11)
L̂,λ [u](x) = ∆g +
p
j!
j=2
with each Gj a partial differential operator (PDO) of order 2j with smooth coefficients in the variable x. The issue
with applying this to a coherent state is that we must let h → 0 while also having  → 0, but the applications of the
PDOs to ψζh0 bring about terms of negative orders in h, which may lead to the effect of higher order PDOs becoming
asymptotically dominant. To curtail this, we must scale h appropriately according to  and also rescale L̂,λ (in a
manner common in semiclassical analysis). For generality, we let  := (h) be a function of h > 0.
On letting s(z) := expx (z) provide normal coordinates, we find that on application to a coherent state,
L̂λ [ψζh0 ](x) = h−2 ψζh0 (x)h∇z , ∇z i

φ ◦ s + O(h−1 )ψζh0 (x) +
z=0

∞ j−1
X

j=2

j!

O(h−2j ),

i

wherein φ denotes the complex phase of ψζh0 = e h φ(x;ζ0 ) and O(h−k ) denotes a polynomial in 1/h of degree k with
coefficients depending only on derivatives of φ and the smooth functions appearing in the coefficients of the operators
Gj . We wish to recover the dominant term of the semi-classical application
h2 ∆g [ψζh0 ](x) = ψζh0 (x)h∇z , ∇z i
= |dφ|x |

2

ψζh0 (x)

z=0

φ ◦ s + O(h)

+ O(h),

which follows from ds|z=0 = I, as the dominant term from the L̂,λ approximation. To do so, we must balance
the asymptotic scaling in the terms of higher order: namely, on setting  ∈ O(h2+β ) with β ≥ 0, then we have
j−1 O(h−2(j−1) ) ∈ O(hβ ) for all j ≥ 2, so that
(h2 L̂,λ )[ψζh0 ](x0 ) = (h2 ∆g )ψζh0 (x0 ) + O(h) + O(hβ )

= |p0 |2g(x0 ) ψζh0 (x0 ) + O(h) + O(hβ ),

since φ(x0 ; ζ0 ) = 0 and dφ|x=x0 = −p0 by definition of the admissibility condition on φ. If now we use  = h2+α with
α ≥ 1, then the remainder term is just O(h) as in the statement of the Proposition.
II.B.

Proof of Proposition 2

We restate the data-driven constructions of coherent states and positions expectations detailed in the main text
here for ease of reference.
The coherent state definition using extrinsic coordinates provided by vi ∈ Rn , with expected position corresponding
to the point v0 is given by a vector with elements
i
h
kv` −v0 k2
T
i
(12)
|ψ̃ζh0 ) = e h (v` −v0 ) p0 e− 2h , 1 ≤ ` ≤ N
`

n

p0 = (vn − v0 )/||vn − v0 || ∈ R is a unit norm vector between the initial point and a nearby neighboring point
according to the original Euclidean distances in Rn .
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Alternatively, the coherent state can be formulated using local coordinates constructed using LPCA. We perform
LPCA on samples points within a Euclidean distance δPCA from the sample point v0 corresponding to the initial point
x0 ; i.e., on sample points in the set S0 = {` | ||v0 − v` ||2 ≤ δPCA }. Let ϑv` 0 ∈ Rν̃ be the LPCA coordinates for all v`
with ` ∈ S0 . Once the LPCA approximation to the tangent space is formed, the initial momentum can be chosen to
be a vector in this space. Then the coherent state is defined as the vector:
(
v
v
kϑ 0 −ϑ0 0 k2
v0
v0 T
h
i
i
`
h (ϑ` −ϑ0 ) p0 e−
2h
,
if ` ∈ S0
e
h
(13)
|ψ̃ζ0 ) =
`
0,
otherwise,
with p0 a unit vector in Rν̃ .
To calculate the expected position using extrinsic coordinates, we start with q` := |[|ψt,ζ0 )]` |2 , ∀`, which is the
probability distribution over data points determined by the propagated state.PThen, the expected position calculated
using extrinsic coordinate is the point closest (in L2 distance in Rn ) to v̄ = ` q` vl . We denote this data point hx̆t i.
To calculate this expectation in LPCA coordinates, we first perform LPCA around datapoint v`∗ , where `∗ =
argmax` q` , using all data points in S`∗ = {` | ||v`∗ − v` ||2 ≤ δPCA }. The mean position is then defined as the
dataP
point that is closest (according to Euclidean distance in the LPCA space) to the empirical LPCA mean position
ϑ̄ = `∈S`∗ q` ϑv` `∗ , where ϑv` `∗ are LPCA coordinates for data point `. We notate this approximated expected position
as hx̆t iLPCA .
Finally, for use in the following, we define the Riemannian normal coordinates centered at a point x0 as η x0 (x) =
x0
(η1 (x), ..., ηνx0 (x)).
Then, restating Proposition 2,
Proposition 2. Let β := (2 + α)(ν + 1) + 1 and β0 := (2 + α)(5ν/2 + 4) + 2(ν + 2). Then, ∃ h0 > 0 such that
1. if the initial state is given by Eq. (12) and N −1/γ0 . h < h0 , then with high probability, dg (x̆t , xt ) < h and
2. if the initial state is given by Eq. (13) and N −1/γ1 . h < h0 , then with high probability, dg (x̆t , xt ) < h,
wherein γ0 := max{ν(ν/4 + 1 + β), β0 } and γ1 := max{(ν + 2)(ν/4 + 1 + β)/2, β0 } whenever ν ≥ 2 and if ν = 1 is
possible, these maxima must be taken with 3ν/2 + 2β.
This proposition is a statement about the accuracy of the calculated expected positions with respect to the position
determined by the classical geodesic flow. There are in total four combinations of state preparation and expectation
calculation to consider:
1. The state |ψζh0 ) is prepared using extrinsic coordinates as per Eq. (12) and the mean is also computed in extrinsic
coordinates, giving v̄.
2. The state is still Eq. (12), while the mean is computed in LPCA coordinates, giving ϑ̄.
3. The state is |ψζh0 ) prepared using LPCA coordinates as per Eq. (13) and the mean is also computed in LPCA
coordinates, ϑ̄.
4. The state is still Eq. (13), while the mean is now computed in extrinsic coordinates, giving v̄.
In all cases, we are using states whose phases are some perturbation away from being admissible. When the initial
states are true coherent states, it is shown in [16, §6] that the corresponding version of this proposition holds in the
case of extrinsic means with a better convergence rate and similarly, a better convergence rate than stated here follows
for the LPCA case upon ensuring that the projected coordinates are diffeomorphic in a neighborhood of the maximum
of the propagated coherent state. In the proof of this proposition below, we extend these results to the case of initial
states that are perturbations of sufficiently low order, of coherent states. Thus, the main argument rests on criteria
for our constructed initial states |ψζh0 ) to be such perturbations, which is the content of the following two preliminary
lemmas.
We begin with a criterion for the phases of the initial states, which is where the approximations ultimately land
and we record it as,
Lemma 1. Let ϕ ∈ C ∞ (M × T ∗ M) be an admissible phase and ζ0 ∈ T ∗ M. Then, for |ψζh0 i a (normalized)
coherent state localized at ζ0 with phase ϕ and given φ ∈ C ∞ (M), if ε > 0 and there is a constant C ≥ 0 such
i
i
that ||φ(·) − ϕ(·; ζ0 )||∞ ≤ Chν/4+1 ε, then there is ε0 > 0 so that for all ε ∈ (0, ε0 ], ψ̆ζh0 (·) := e h φ(·) /||e h φ(·) ||L2 (M) =
ψζh0 (·) + O(ε).
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i

Proof. We denote by ϕ the specification ϕ(·; ζ0 ) and υ := φ − ϕ. Then, a Taylor expansion of e h z yields that there is a
i
i
i
i
ν
i
i
i
constant C 0 > 0 such that ||e h φ −e h ϕ ||∞ . ||e h υ −1||∞ ≤ C 0 h 4 ε and hence, ||e h φ −e h ϕ ||L2 ≤ ||e h υ −1||∞ ||e h ϕ ||L2 ≤
ν
i
i
ν
C 02 h 2 ε, so | ||e h φ ||L2 − ||e h ϕ ||L2 | ≤ C 0 h 2 ε. Thus,
i

|ψ̆ζh0 − ψζh0 | =

i

i

i

i

||e h ϕ ||L2 ||e h φ ||L2

i

≤

i

e h φ ||e h ϕ ||L2 − e h ϕ ||e h φ ||L2
i

i

i

i

i

|e h φ − e h ϕ |||e h ϕ ||L2 + |e h ϕ (||e h ϕ ||L2 − ||e h φ ||L2 )|
i

≤ C 0ε
.ε

i

i

||e h ϕ ||L2 ||e h φ ||L2
ν

i

ν

||e h ϕ ||L2 h 4 + |e h ϕ |h 2
i

i

ν

||e h ϕ ||L2 (||e h ϕ ||L2 − C 0 h 2 ε)

whenever ε is sufficiently small.
We wish to see that the states prepared in practice, as in Sec. 2.B of the main text, are themselves perturbations
of bonafide coherent states. That this is achievable with high probability is given in,
Lemma 2. Let |ψζhext ) be prepared as in Eq. (12) with ζext := (v0 , p0 ) ∈ R2n and |ψζhLPCA ) be prepared as in Eq. (13)
with ζLPCA := (ϑv00 , p0 ) ∈ R2ν̃ and ζ̃LPCA := (v0 , p̃0 ) ∈ R2n its realization in the extrinsic space with p̃0 emanating
from v0 and residing in the LPCA subspace approximation of Tv0 ι(M). Then, setting x0 := ι−1 (v0 ), we have for all
β ≥ 0 that
1. there is an L2 normalized coherent state |ψζh0 i localized at ζ0 := (x0 , η x0 ι−1 (vn )) ∈ T ∗ M and a constant h0 > 0
such that for all h ∈ (0, h0 ],
Pr[||dι|x0 ζ0 − ζext ||Rn > h /4+1+β ∧ ||[|ψζhext )] − [|ψζh0 i]||∞ > hβ ] ≤ e−Ω(N h
ν

ν(ν/4+1+β)

)

+ e−Ω(N h

3ν/2+2β

)

and
2. there is an L2 normalized coherent state |ψζh0 i localized at ζ0 = (x0 , ζp0 ) ∈ T ∗ M and a constant h0 > 0 such
2

that if δ > 0 and δN − (ν+2)(ν/4+1+β) ≤ h ≤ h0 , then
ν/4+1+β

Pr[||dι|x0 ζ0 − ζ̃LPCA ||Rn > h

∧ ||[|ψζhLPCA )] − [|ψζh0 i]||∞ > hβ ] ≤ e−Ω(δ

2

)

+ e−Ω(N h

3ν/2+2β

)

.

Proof. The discussion in [16, §3.1] shows that |ψ̃ζhext ) is an O(hν/4+β ) perturbation of |ψ̃ζh0 i whenever vn is chosen
such that ||v0 − vn ||Rn . hν/4+1+β < κ. Then, dg (ι−1 (v0 ), ι−1 (vn )) . hν/4+1+β and by a Chernoff bound, such
ν(ν/4+1+β)
)
a point belongs to our sample set with probability at least 1 − e−Ω(N h
. Further, by [16, Lemma 19],
3ν/2+2β
ν
h
2
h
2
/2+β
−Ω(N h
)
||||ψ̃ζext )||N −|||ψ̃ζext )||L2 | . h
with probability at least 1−e
. Combining these events with Lemma 1
gives,
||ψζhext ) − |ψζh0 i| ≤ |ψζhext ) −

|ψ̃ζhext )

|||ψ̃ζhext )||L2

+

|ψ̃ζhext )

|||ψ̃ζhext )||L2

− |ψζh0 i . hβ

and with a union bound we arrive at the probabilistic bound in the statement of the first part of the Lemma.
Now, for the second part, let ι : M ,→ Rn denote the isometric embedding such that for each 1 ≤ ` ≤ N ,
there is x` ∈ M so that v` = ι(x` ) ∈ V . Further, for each x ∈ M, let Πx : Rn → Tι(x) ι(M) ⊂ Rn denote
the orthogonal projection onto the subspace of Rn tangent to the submanifold at ι(M) and set ϕ(x; ζx , ζp ) :=
hdι| ζ i
hdι|ζx ζp , Πζx [ι(ζx ) − ι(x)]i + 2i hpζx0 i p ||Πζx [ι(ζx ) − ι(x)]||2Rn with ζ := (ζx , ζp ) ∈ T ∗ M. Then, ϕ ∈ C ∞ (M × T ∗ M)
and satisfies,
dϕ|x=ζx = −ζp ,

d2 =(ϕ)|x=ζx =

hdι|ζx ζp i T
dι|ζx dι|ζx ,
hp0 i

hence it is an admissible phase. The corresponding coherent state |ψζh i with phase ϕ will serve as the model for the
LPCA prepared state Eq. (13).
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The LPCA procedure [23, §2] yields a linear map, Ŏ : Rn → Rν̃ for 1 ≤ ν̃ ≤ n. Its matrix representation is given by
Ŏ := [u1 , . . . , uν̃ ]T such that for each 1 ≤ j ≤ ν̃, the column vector uj ∈ Rn is the left singular vector corresponding
to j-th largest singular value of a local neighbourhood matrix at v0 . Suppose, without loss of generality, that the
embedding ι(M) is appropriately translated and rotated such that v0 = 0 ∈ Rn and the subspace Tv0 ι(M) ⊂ Rn
is aligned so that the first ν vectors of the standard basis {e1 , . . . , en } (meaning ej has j-th entry equal to 1 and is
otherwise zero) of Rn form an orthonormal basis for Tv0 ι(M) and there are ζp1 , . . . , ζpν ∈ Tζ∗x (M) such that for
0
each 1 ≤ j ≤ ν, dι|ζx0 ζpj = ej . Now assume the event, call it D, that ν̃ = ν and recall that the phase constructed in
Eq. (13) is given by
i
φ(x) := hp0 , Ŏ[ι(x0 ) − ι(x)]iRν + ||Ŏ[ι(x0 ) − ι(x)]||2Rν .
2
Since the singular vectors u1 , . . . , uν are orthonormal, we have ŎŎT = Iν , so
i
φ(x) = hp̃0 , Π̂[ι(x0 ) − ι(x)]iRn + ||Π̂[ι(x0 ) − ι(x)]||2Rn
2
with p̃0 := ŎT p0 and Π̂ := ŎT Ŏ.
Further suppose we are in the event, call it Aε for ε > 0, that there are w1 , . . . , wν ∈ Rn , which form an orthonormal
basis for Tι(v0 ) ι(M) such that for each 1 ≤ j ≤ ν, ||uj − wj ||∞ ≤ ε. Then, ||Π̂ − Πζx0 || . ε and setting ζp0 :=
dι|T
ζx Πζx0 p̃0 , we have
0

|φ(x) − ϕ(x; ζx0 , ζp0 )|

1
||Πζx0 ι(x)||2 − ||Π̂ι(x)||2
2
1
· ι(x0 )|| + ||Πζx0 ι(x)|| + ||Π̂ι(x)|| · ||(Π̂ − Πζx0 ) · ι(x)||
2

≤ |hp̃0 , (Π̂ − Πζx0 ) · ι(x)i + h(In − Πζx0 )p̃0 , Πζx0 · ι(x)i| +
≤ ||p0 || · ||(Π̂ − Πζx0 ) · ι(x)|| + ||(Π̂ − Πζx0 )p̃0 || · ||Πζx0
. ε,

wherein we have used that Π̂p̃0 = p̃0 .
2
We now wish to apply Lemma 1, so we require that ε . hν/4+1+β . Further, if δN − (ν+2)(ν/4+1+β) ≤ h, then from the
2
proof of [23, Theorem B.1], we find that the corresponding event Aε happens with probability at least 1 − e−Ω(δ ) .
Moreover, within the same event, we find that the singular values resulting from LPCA and corresponding to Ŏ have
the following gap property: if σ1 ≥ · · · ≥ σn ≥ 0 are the singular values corresponding to uj , . . . , un , then for 1 ≤ j ≤ ν,
σj ∼ N εν/2+1 , while for each ν + 1 ≤ m ≤ n, σm . N εν/2+2 . Therefore, for all (j, m) ∈ {1, . . . , ν} × {ν + 1, . . . , n},
we have σj /σm & h−(2+ν/4) , so within the same probabilistic event we can determine the dimension ν, viz., the event
i
i
D occurs simultaneously with Aε . By the proof of Lemma 1, we so far have that ||e h φ − e h ϕ ||L∞ . hν/4+β and
i
i
i
||e h φ /||e h φ ||L2 − |ψζh0 i||L∞ . hβ . An application of [16, Lemma 19] gives that ||||ψ̃ζhLPCA )||2N − ||e h φ ||2L2 | . hν/2+β
3ν/2+2β

)
with probability at least 1 − e−Ω(N h
. Thus, proceeding as in the previous part we find that assuming also this
h
h
β
event gives |||ψζLPCA ) − |ψζ0 i||L∞ . h , whence upon taking a union bound over all considered events, we arrive at
the probabilistic bound as stated in the second part of the present Lemma.

Now that we may associate to each prepared state a proper coherent state, we wish to run the convergence results
of [16, §6] on the corresponding coherent state and pull the results back to the originally prepared state, up to
h
perturbative terms. This entails knowing that the propagated density ||ψt,
)|2 , for ζ̃0 ∈ {ζext , ζLPCA }, is also a
ζ̃
0

perturbation of |V̂t |ψζh0 i|2 with ζ0 related to ζ̃0 by the previous Lemma. As an intermediary step, we will bound
h
|||V̆t |ψζh0 i|2 − ||ψt,
)|2 ||∞ with the help of a generic L∞ bound on the propagation of C ∞ functions as discussed in
ζ̃
0

[16, S6.2]. Such an L∞ bound makes sense because V̆t is a finite-dimensional operator that extends to the continuum
by Nystöm extension (discussed in detail in Sec. 6 of [16]):
V̆t [u](x) = f (0)u(x) + T̆,λ [Df (T̆,λ )[u]](x),
q
2c0
it
c

(14)

(1−z)


2
where f (z) = e
, Df (z) = (f (z)−f (0))/z, and T̆,λ is the diffusion operator defined in the main text. If
u ∈ C ∞ , the generic L∞ bound mentioned above is

|V̆t [u](x)|

. ||u||∞ +

||u||N,2 t−

ν+1
2

1/2

||k||∞ ||pN,,λ ||N,∞

3/2

(inf pλN, )(minj∈[N ] pλN, ) minj∈[N ] pN,,λ

,

(15)
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wherein || · ||2N,2 :=
are given by

1
N (·|·),

|| · ||N,∞ denotes the maximum of a function over the sample set and pN, , pN,,λ ∈ C ∞ (M)

pN, (x) :=

N
1 X
k (x, xj ),
N j=1

k (x, y)
,
(pN, (x)pN, (y))λ

kN,,λ (x, y) :=

pN,,λ (x) :=

N
1 X
kN,,λ (x, xj ),
N j=1

k (x, y) := −

ν/2

k(||ι(x) − ι(y)||2 /);

these are related to the matrix definitions from Sec. 1.A of the main text via
[T̆ ]i,j = N k (ι−1 vi , ι−1 vj ),
[Σ̆ ]j,j = N pN, ◦ ι−1 (vj ).
Therefore, once we have a sampling based bound on the factors involving pN, and pN,,λ and consistency of the ||·||N,2
norms for |ψζh0 i and |ψζ̃h ), we can establish the deviation of their corresponding propagated densities. This leads to
0
the recovery of geodesic propagation on M up to errors decaying in h and N simultaneously, with high probability,
which we now establish in,
Proof of Proposition 2. We proceed with the cases 1 - 4. Recall that hx̆t i and hx̆t iLPCA denote the mean approximated
geodesic point as computed in extrinsic or LPCA coordinates, respectively and that this is independent of how the
corresponding initial state is prepared. We will denote by hxt i either one of these points and specify a particular
one with its specific notation when needed. Regarding the initial state, let ζ̃0 ∈ {ζext , ζLPCA } and let |ψζh0 i be the
coherent state corresponding to |ψζ̃h ) as constructed in Lemma 2. We will work with the approximations with respect
0

h
to |ψ̆t,ζ
i := V̆t |ψζh0 i, so we denote
0

h
q̆` := |[|ψ̆t,ζ
i]` |2 ,
0
X
X v∗
v̆` :=
v` q̆` , ϑ̆` :=
ϑ` ` q̆`
`∈S`∗

`∈S`∗

and we denote hxt iζ0 ∈ {hx̆t iζ0 , hxt iLPCA
} with hx̆t iζ0 the closest point, with respect to || · ||Rn , to v̆` in ι(M) and
ζ0
LPCA
likewise, by hxt iζ0
the closest point to ϑ̆` ∈ Rν̃ with repsect to the Euclidean norm in Rν̃ . Further, we will use the
notation from the proof of Lemma 2 to let Ŏ : Rn → Rν̃ denote the LPCA map. We will also need
R the continuum
0
0
counterparts to the discretely constructed degree functions
p
for
λ
∈
{0,
λ},
namely:
p
(x)
:=
k (x, y)p(y)dy,
N,,λ

M 
R
λ
k,λ (x, y) := k (x, y)/(p (x)p (y)) and p,λ (x) := M k,λ (x, y)p(y)dy.
Now set β, δ0 ≥ 0, ε > 0 and assume the occurrence of the following events:
A0 (hβ ; ζ̃0 ) : |||ψζ̃h ) − |ψζh0 i||L∞ . hβ ,
0

Eλ0 (δ0 )

||pN,,λ0 − p,λ0 ||∞ . δ0

:

: dg (ι−1 (hx̆t iζ0 ), xt ) ≤ h
(
dg (ι−1 ŎT hxt iLPCA
, xt ) ≤ h,
ζ0
GLPCA (ε) :
ν̃ = ν ∧ ||Π̂ − Π|| ≤ ε
Gext

if hxt i = hx̆t i
if hxt i = hxt iLPCA .

We now see that these events imply that the computed mean is intrinsically O(h) close to xt . Let C λ0 := inf p,λ0 > 0
3/2
β
and note that if δ0 = min{C 2λ
0 , C λ }/2, then by Eq. (15) and the events A0 (h ; ζ̃0 ) and Eλ0 (δ0 ),
h
h
h
h
h
h
||||ψ̆t,ζ
i|2 − ||ψt,
)|2 ||∞ ≤ ||||ψ̆t,ζ
i| − ||ψt,
)|||∞ (|||ψ̆t,ζ
i||∞ + |||ψt,
)||∞ )
0
0
0
ζ̃
ζ̃
ζ̃
0

0

β − ν+1
2

.h 

−ν/4

(h

+

0

− ν+1
2

).

h
h
Therefore, setting β = (2 + α)(ν + 1) + 1 gives ||||ψ̆t,ζ
i|2 − ||ψt,
)|2 ||∞ . h. With this, we have that for any u ∈ C ∞ ,
0
ζ̃
0

|

X
`∈S`∗

u` (q` − q̆` )| . h
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and hence upon denoting
v̄` :=

X

v` q` ,

`∈S`∗

ϑ̄` :=

X

ϑv` `∗ q` ,

`∈S`∗

we have in particular,
||v̄` − v̆` ||Rn . h,

||ϑ̄` − ϑ̆` ||Rν . h,

wherein the second inequality follows from event GLPCA . Hence, ||hx̆t i − hx̆t iζ0 ||Rn . h so under the event Gext with
h < κ, we have dg (ι−1 hx̆t i, xt ) . h. Likewise, ||hxt iLPCA − hxt iLPCA
||Rn . h and there is a neighbourhood V ⊂ Rν
ζ0
−1 T
LPCA
of the origin, a neighbourhood O ⊂ M of ι Ŏ hxt i
and a constant ε0 > 0 such that for all ε ∈ (0, ε0 ], the
−1 T
event GLPCA (ε) gives that ι Ŏ : V → M is a diffeomorphism. Therefore, we have also in the LPCA case that
dg (ι−1 Ŏhxt iLPCA , xt ) . h.
The event A(hβ ; ζ̃0 ) happens with probability bounded below by that given in Lemma 2. The event Eλ0 happens
ν/2
with probability at least 1 − e−Ω(N  ) , by the arguments in the proof of [16, Lemma 17]. Since ε ∈ (0, ε0 ] can be
taken to be constant, following the proof of Lemma 2, the second event of GLPCA (ε) happens with probability at
4/(ν+2)
)
. The event Gext and the first event of GLPCA happen with probabilities bounded below by [16,
least 1 − e−Ω(N
Proposition 4]: namely, there is a constant h0 > 0 such that if N −1/β0 . h ≤ h0 with β0 := (2 + α)(5ν/2 + 4) + 2(ν + 2),
then
Pr[dg (u(hxt iζ0 ), xt ) ≤ h] > 1 − e−Ω(N h

β0
)

(16)

with u := ι−1 for hxt iζ0 = hx̆t iζ0 and u := ι−1 ŎT for hxt iζ0 = hxt iLPCA
. Then, a union bound for each of the cases
ζ0
among the combinations of values of ζ̃0 and hxt i gives the consistencies in the statement of the Proposition, with high
probability.

III.

TANGENT SPACE ESTIMATION VIA LOCAL PCA

Local principal component analysis (LPCA) is utilized to formulate the initial coherent state and to calculate the
expected position of the propagated state using only local data. Both of these procedures rely on the fact that LPCA
provides an estimate of the tangent space of a manifold from sampled data, and LPCA coordinates match normal
coordinates on the manifold up to third order in the size of the local neighborhood [59].
In this section we illustrate the quality of LPCA constructed tangent spaces for the sphere and torus model manifolds
for which intrinsic global coordinates are known and analytical expressions for all geometric quantities can be derived.
We parameterize both two-dimensional manifolds by angular coordinates (θ, φ) (explicit forms of the coordinatizations
given below).
We quantify the accuracy of LPCA tangent space estimates as a function of the LPCA neighborhood size, δPCA
using two error metrics. First, we compare the tangent space estimated by LPCA to the true tangent space at a point
on the manifold using the subspace angle error metric:
∆T S = arccos(|V1T V2 |),

(17)

where V1 (V2 ) is a matrix whose columns are vectors that span the LPCA estimated tangent space (true tangent
space). The second error metric we employ quantifies the error in the estimated norm of vectors in the tangent
space at a point (θ0 , φ0 ). We compute |p| = |ϑ0 − ϑj |, where p is a vector between the point of interest (θ0 , φ0 )
withp
LPCA coordinates ϑ0 , and some nearby point ϑj . This quantity is compared against the tangent vector norm
n̂ = [dθ, dφ]gθ,φ (θ0 , φ0 )[dθ, dφ]T , with dθ = θj − θ0 and dφ = φj − φ0 , as:
∆N = |||p| − n̂||

(18)

This is an important error to quantify because the momenta for initial coherent states are normalized in LPCA
coordinates, and in order to ensure unit speed propagation we require |p| = 1.
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FIG. 5: Error metrics for LPCA-based tangent space estimation for two model manifolds.
III.A.

Sphere

Consider a sphere unit radius parameterized by angles 0 ≤ θ < π, 0 ≤ φ < 2π with radii R, r (r < R) and
parameterized by angles θ, φ, with Euclidean coordinates in a 3D embedding given by:
(x, y, z) = (sin(θ) cos(φ), sin(θ) sin(φ), cos(θ))

(19)

The tangent space for this manifold at a point θ0 , φ0 is a plane in the 3D embedding space spanned by the two vectors
e1 = [−r sin(θ0 ) cos(φ0 ), −r sin(θ0 ) sin(φ0 ), r cos(θ0 )]
e2 = [−(R + r cos(θ0 )) sin(φ0 ), R + r cos(θ0 ) cos(φ0 ), 0]

(20)

We uniformly sample N = 8000 points from a 3D embedding of the sphere and evaluate the error metrics ∆T S and
∆N at all points, as a function of δPCA , the Euclidean distance cutoff that dictates the LPCA neighborhood size. Fig.
5(a) shows two examples of the estimated versus true tangent space at a point on sphere for δPCA = 0.3, 1.7. Then in
Fig. 5(b) we show the average value of these error metrics (averaged over all 8000 sampled points) and one standard
deviations error bars.
III.B.

2-torus

Consider a 2-torus with radii R, r (r < R) and parameterized by angles 0 ≤ θ < 2π, 0 ≤ φ < 2π, with Euclidean
coordinates in a 3D embedding given by:
(x, y, z) = ((R + r cos(θ)) cos(φ), (R + r cos(θ)) sin(φ), r sin(θ))

(21)

The tangent space for this manifold at a point θ0 , φ0 is a plane in the 3D embedding space spanned by the two vectors
e1 = [−r sin(θ0 ) cos(φ0 ), −r sin(θ0 ) sin(φ0 ), r cos(θ0 )]
e2 = [−(R + r cos(θ0 )) sin(φ0 ), R + r cos(θ0 ) cos(φ0 ), 0]

(22)
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FIG. 6: Eigenvalues of the LB operator on the sphere (blue circles) compared to the eigenvalues of the data-driven
approximation of the LB operator constructed from N = 8000 samples from the sphere with  = e−4.8 .
We uniformly sample N = 12000 points from a 3D embedding of a 2-torus with R = 2, r = 0.8 and evaluate the
error metrics ∆T S and ∆N at all points, as a function of δPCA , the Euclidean distance cutoff that dictates the LPCA
neighborhood size. Fig. 5(c) shows two examples of the estimated versus true tangent space at a point on the 2-torus
for δPCA = 0.3, 1.7. Then in Fig. 5(d) we show the average value of these error metrics (averaged over all 12000
sampled points) and one standard deviations error bars.
As is clear the statistics of these error metrics for the sphere and torus examples, the LPCA estimate of the tangent
space is best for small δPCA . This creates a trade-off for our application: to get the best estimate of the tangent
space a small δPCA is preferred, but in order to obtain a good construction of an initial coherent state, we require a
local neighborhood (S0 in the main article) that is not too small. To resolve this trade-off we fix δPCA to be large
enough to construct good fidelity coherent states, but construct those states using LPCA coordinates extracted from
an LPCA computed in a neighborhood of size γδPCA , for a scale factor γ ≤ 1. In the illustrations shown in Sec. 3 of
the main text, we used γ = 0.1 for the sphere, and γ = 0.05 for the torus.
Note that in general, a different choice of δPCA can be made for the initial state construction and the expectation
calculation (if both are done using LPCA). In all our illustrations in this work however, we choose the same value for
both.
IV.

APPROXIMATION OF SPECTRUM FOR SPHERE

In the main article we showed how the spectrum of the data-driven approximation of the LB operator constructed
from N = 12000 samples from the 2-torus only matches the spectrum for the true LB operator on this manifold up
to ∼ 100 eigenvalues. Similarly, Figure 6 shows the spectra for the LB operator on the sphere (blue circles) and the
eigenvalues of the data-driven approximation constructed from N = 8000 points (uniformly) sampled from the sphere
(red crosses). We see again that these quantities begin to disagree at higher eigenvalues – of particular note is the
inability of the data-driven construction to match the degeneracies of the high eigenvalues.
V.

SPECTRALLY TRUNCATED PROPAGATOR FOR THE 2-TORUS

In the main article we present the quantum evolution of coherent state by a spectrally truncated propagator for
the 2-torus, as a way of illustrating the performance of our approach to extracting geodesics when the amount of data
allows very accurate approximation of the Laplace-Beltrami (LB) operator on the data manifold. Here we present
details of how the spectrally truncated propagator is constructed and additional data on propagation for long times
with this propagator.
We construct the spectrally truncated propagator by numerically solving for the spectrum and eigenvectors of the
LB operator on the 2-torus. Consider the explicit parameterization of a 2-torus with radii r, R, r < R embedded in
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R3 given in Eq. (21). In these coordinates, the LB operators can be be explicitly written as:
∆=−

1
∂
∂
1 ∂2
ρ(θ)
−
r2 ρ(θ) ∂θ
∂θ ρ(θ)2 ∂φ2

(23)

We wish to solve for the eigenfunctions and eigenvalues of this operator, i.e., solve
−

1
∂
∂
1 ∂2
ϕn (θ, φ) = λn ϕn (θ, φ),
ρ(θ)
ϕ
(θ,
φ)
−
n
r2 ρ(θ) ∂θ
∂θ
ρ(θ)2 ∂φ2

(24)

for λn and ϕn (θ, φ). Taking into account the symmetries of the torus, we can separate variables and write the
eigenfunctions as ϕn (θ, φ) = ψn (θ)eikn φ , for kn ∈ N0 , and consequently Eq. (24) can be simplified to an equation for
ψn as
1
d
d
k2
− 2
ρ(θ) ψn (θ) + n 2 ψn (θ) = λn ψn (θ),
r ρ(θ) dθ
dθ
ρ(θ)

 0
2
2
k
−ρ (θ) d
1 d
⇒ 2
− 2 2 + n 2 ψn (θ) = λn ψn (θ)
r ρ(θ) dθ r dθ
ρ(θ)
(j)

(25)

(j)

with boundary conditions ψn (0) = ψn (2π) on ψn and all of its derivatives.
We can approximate solutions to Eq. (25) by iterating over integers kn , and for each value of kn , discretizing
the θ domain into Nθ points, and approximating the quantity in the square brackets by a matrix, M (kn ). Then
numerically solving a matrix eigenproblem of the form M (kn )Ψ = λn Ψ yields discrete approximations of the LB
eigenfunctions and eigenvalues, with error scaling as O(1/Nθ2 ). We choose a fine enough discretization of the θ domain
and take enough iterations of kn so that the numerically approximated spectral data is converged. The discretization
used for the r = 0.8 torus studied in the main text was 1023 (uniformly spaced) points in the domain [0, 2π). We
apply this procedure to approximate the first 400 eigenvalues, λn , and associated partial eigenvectors ψn (θ), of the
2-torus LB operator. This data can be used to construct full eigenvectors, ϕn (θ, φ), by discretizing the φ coordinate
and evaluating the phase eikn φ at each point, for each n. Note that for each kn that generates a solution to the
eigensystem in Eq. (25), so does −kn . Therefore, for each λn , ψn (θ) pair, we construct two ϕ
√n (θ, φ), with ±kn phase
factors. Using this eigendata we form approximate unitary propagator as Ṽ∆t = X exp(i Λ∆t)X † , where Λ is a
matrix of the first 800 eigenvalues (with degeneracies) and the columns of X are the corresponding eigenvectors,
ϕ(θ, φ). In order to have a numerically tractable propagator Ṽ∆t , we downsample the 1023 points in θ to 171 and
discretize φ to 300 (uniformly spaced) points, yielding an approximation of the propagator evaluated on N 0 = 51300
total points on the torus.
V.A.

Propagation details

Propagation with the spectrally truncated propagator is performed in almost the same manner as described in
the main text. Initial states are formed using LPCA coordinates with δPCA = 2.0, and to allow comparison to the
data-driven propagation, we fix the coherent state uncertainty parameter at the value dictated by the , α choice made
in the main text for the data-driven propagator with N = 12000 points; i.e., h = e−1 . An important difference to
the procedure described in the main text is that for the spectrally truncated propagation, the initial momentum p0 is
chosen to be a uniformly random 2-vector in LPCA coordinates, instead of being a vector towards the nearest neighbor
to any point. By the proof of Proposition 2 in Section II this is valid because the LPCA coordinates approximate the
tangent space when there is sufficient density of local sampling.
V.B.

Long-time propagation

To support the 2-torus numerics in the main article, in Fig. 7 we show an example of long-time propagation with
this spectrally truncated propagator. The propagation is remarkably accurate – the coherent state remains localized
and the propagation is along a unit-speed geodesic curve as the distance propagated plotted in Fig. 7(b) shows.
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FIG. 7: An example of long time propagation with a spectrally truncated propagator on the 2-torus. (a) The path
of a coherent state propagated for t = 2.4 that traverses a significant portion of the torus. Note that the coherent
state remains localized and of roughly Gaussian profile even after such a long propagation. (b) The geodesic distance
of hx̆t iLPCA , the mean position of the propagated state at time t from the initial point. We see that the mean remains
a geodesic distance t away even for long times.
VI.

PSEUDOCODE

In this section we provide pseudocode that implements the core component of the quantum manifold learning
program described in the main article, namely, the computation of a geodesic distance matrix D.
The inputs to the main function ComputeGeodesicMatrix are the parameters:
1. V ∈ RN ×n is the dataset consisting of N vectors, each of dimension n.

2.  > 0 is the scale parameters used in constructing the graph Laplacian.
3. α > 0 is the scaling parameters that determines the relationship between h and .
4. 0 ≤ λ ≤ 1 determines the graph Laplacian normalization. For all the illustrations in this paper, λ = 1.
5. ∆t > 0 is the time step used in constructing the unitary quantum propagator.

6. nprop ∈ N is the number of time steps to propagate for. Geodesic distances are determined in steps of ∆t up to
a distance nprop ∆t.
7. ncoll ∈ N is the number of distinct momenta to propagate from each data point on the manifold.

8. PCA is a boolean that flags whether LPCA is used in the algorithm, or states and measurements are constructed
through extrinsic coordinates in V .
9. δPCA > 0 is the Euclidean distance bound that determines the points used to construct the LPCA space around
each data point (only used if PCA=1).

10. 0 < γ < 1 is the scale factor that determines the LPCA projection (see discussion at the end of Section III).
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Algorithm 1 Algorithm to compute geodesic distance matrix via quantum dynamics. Input parameters are explained
in the text.
1: Inputs: V, , α, λ, ∆t, nprop , ncoll , PCA, δPCA , γ
2: procedure ComputeGeodesicDistanceMatrix
3:
V̆∆t ← ComputePropagator(V, , λ, ∆t)
4:
5:
6:
7:
8:
9:
10:
11:

. Compute unitary quantum propagator from data

1
(2+α)

Set h = 
D ← ZeroMatrix(N, N )
. Initialize N × N geodesic distance matrix with zeros
if PCA then
for 1 ≤ j ≤ N do
. Loop over all points in data set
ϑj` ← Local PCA coordinates for all points ` ∈ S0 , a radius δPCA ball around j . Compute LPCA coordinates
for 1 ≤ m ≤ ncoll do
. Formulate ncoll initial states centered at point j, each with different momentum
p0 = ϑjk − ϑjj for point k that is mth closest to point j in LPCA coordinates
L2 normalize p0
i

j

j T

j
j
||ϑ −ϑ ||2
j
`

23:

2h
if ` ∈ S0 and zero otherwise.
Form the vector |ψj ) with elements e h ((ϑ` −ϑj ) p0 e−
L2 normalize |ψj )
for 1 ≤ n ≤ nprop do
. Propagate each initial state
n
Compute |ψjn ) = V̆∆t
|ψj )
L2 normalize |ψjn )
Compute q n = ||ψjn )|2
Let
`∗ = argmax q n
`∗
ϑ` ← Local PCA coordinates for all points ` ∈ S`∗ , a radius δPCA ball around `∗
Compute ϑ̄
. Compute
mean position dictated by propagated state in LPCA coordinates
∗
Compute point `d such that ||ϑ̄ − ϑ``d || is minimized
if [D]j,`d == 0 or [D]j,`d > n∆t then
Set [D]j,`d = [D]`d ,j = n∆t . Set geodesic distance from j to `d to be n∆t unless it is already closer

24:
25:
26:
27:
28:

else
for 1 ≤ j ≤ N do
. Loop over all points in data set
for 1 ≤ m ≤ ncoll do
. Formulate ncoll initial states centered at point j, each with different momentum
p0 = vk − vj for point k that is mth closest to point j in original n-dimensional coordinates
L2 normalize p0

12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:

29:
30:
31:
32:
33:
34:
35:
36:
37:
38:

i

T

||v` −vj ||2

2h
, ∀1 ≤ `N
Form the vector |ψj ) with elements e h ((v` −vj ) p0 e−
L2 normalize |ψj )
for 1 ≤ n ≤ nprop do
. Propagate each initial state
n
|ψj )
Compute |ψjn ) = V̆∆t
L2 normalize |ψjn )
Compute q n = ||ψjn )|2
Compute v̄
. Compute mean position dictated by propagated state
Compute point `d such that ||v̄ − v`d || is minimized
if [G]j,`d == 0 or [G]j,`d > n∆t then
Set [G]j,`d = [G]`d ,j = n∆t . Set geodesic distance from j to `d to be n∆t unless it’s already closer

39:
Set all diagonal elements of G to zero
40:
return G
41: procedure ComputePropagator(V,
, λ, ∆t)
h i
−||vi −vj ||2/2
42:
Compute T̆
=e

. Compute Gaussian kernel matrix

i,j

43:

Compute L̆,λ =

44:

return V̆∆t

VII.

−1 −λ
4(I˘N −D̆,λ
Σ̆ T̆ Σ̆−λ
 )

q
= exp(−i∆t L̆,λ )

. Compute normalized graph Laplacian
. Compute quantum propagator

GAUSSIAN MIXTURE MODELING CLUSTERING FOR COVID-19 MOBILITY DATA

In the main article we presented results when the geodesic distance based embeddings were clustered using the
k-means algorithm. To show that our conclusions are insensitive to this choice of clustering algorithm we show here
clustering of the same data using the Gaussian mixture modeling (GMM), which was the clustering algorithm used
in previous work with the same dataset [8].
We begin with the same 3D force-based graph embeddings of the 117 dimensional data points produced in the main
article, using geodesic distances computed using our approach with location of the propagated state estimated via
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(a) Mean

(b) Max

FIG. 8: GMM-based clustering for the same data presented in Fig. 5 of the main article, for cases where the location
of the propagates states are extracted via (a) an expected position computation, hx̆t i, or (b) the maximum of the
resulting distribution over points, `∗ .
the the expected position or the maximum of the probability distribution dictated by the propagated state. Then
we perform GMM clustering into five clusters. The results for both the mean and max cases are shown in Fig. 8.
Although the clusters are slightly different from those found by k-means (both k-means and GMM are probabilistic
and will produce slightly different clusters for each execution) the key conclusions hold: (i) in the case where the
location is estimated via the expected position (mean), the average mobility time traces are clearly separated and
thus each cluster has a distinct average mobility pattern, and (ii) in the case where the location is estimated via the
maximum (max) the outlier CBGs, that exhibit an abrupt change in mobility around May 1, 2021, are grouped into
a separate cluster.
VIII.

SMALL N CLUSTERING EXAMPLES

In this section we present two examples of application of our manifold learning approach to clustering of small
high-dimensional datasets. The theoretical results presented in the main article provide guarantees on the properties
of our algorithm in the large N limit, however, as we will show in this section it also reveals interesting information
for small N datasets, especially in the context of clustering.
VIII.A.

Global COVID-19 mobility patterns

In the main article we analyzed mobility information during the first three months of the COVID-19 pandemic in
the United States at a fine-grained geographic level by considering mobility data for individual census block groups
in Georgia. Here we consider another dataset with mobility information, but this time analyze it at a much more
coarse-grained geographic scale.
We consider the COVID-19 Community Mobility Reports dataset from Google [60] that aggregates mobile phone
location information to capture mobility trends. The dataset charts movement trends in almost every country,
including categorizing according to subregions/states in several countries, and covers dates from Feb. 15, 2020 to
present day (as of the writing of this manuscript). In addition, the mobility information catalogued across six
different categories of places: Retail and Recreation, Grocery and Pharmacy, Parks, Transit Stations, Workplaces and
Residences. The key relevant quantity in the dataset is the percentage change in mobility from a baseline value for
each category and region calculated during the period Jan. 3rd, 2020 to Feb. 6, 2020. The baseline value is calibrated
according to day of the week.
In the following, we analyze the dataset over the time period Feb. 15, 2020 to Jan. 24, 2021 (345 days). We
first preprocess the data in a couple of steps. First, we coarse-grain the dataset to country-level information; i.e., we
consider mobility change patterns for each country. Out of the total 132 countries in the dataset we drop 6 countries
with poor quality or significant missing data, leaving a dataset with N = 126 countries. Second, we ignore the
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Residential category in the dataset since (i) it has different units than the other categories and the documentation
specifically says it cannot be treated on the same footing as the other categories [60]. This leaves 5 categories across
which mobility changes are tracked for 345 days per country, which defines a time series for each category. We
concatenate all 5 time series for each country yielding data vectors of dimension n = 345 × 5 = 1725. We normalize
each data sample by the maximum L2 norm of the N = 126 data samples so that each sample can be viewed as a
vector in the unit ball in R1725 .
We calculate geodesic distances between countries in this dataset and then use the geodesic distance matrix to
embed the data in R3 using the same embedding technique employed in the main article (force-directed graph layout).
Due to the small size of the dataset, we form initial states and calculate expected positions using extrinsic coordinates
(no local PCA) and using the maximum of the propagated state as the estimate of the expected position. The
parameters used are:  = e−0.6 , α = 1, dt = 0.2, nprop = 4, ncoll = 5. After this embedding (which is a reduction from
1725 dimensions to 3) we perform k-means clustering using the embedding coordinates to cluster the countries into
6 clusters (we experimented with varying numbers of clusters and empirically found that 6 was optimal in terms of
grouping clusters according to mobility patterns). The resulting embedding and color-coded clusters are shown in
Fig. 9.
The geodesic distance based embedding is meaningful is several ways. It clearly distinguishes different geographic
regions, with countries in a region (e.g., northern Europe) being close to each other. This is reasonable since social
distancing policies and the timing of their introduction during the pandemic varied across geographic regions. In
addition, the mobility patterns are highly correlated for countries within a cluster. In Fig. 10 we show mobility
patterns for some sample countries within each cluster (top) and also the average percentage change in mobility for
the countries in each cluster (bottom). Both of these are shown for each of the five categories considered. Each cluster
captures a distinct mobility pattern over the 345 days and the countries within a cluster show remarkably similar
mobility patterns. Both of these features indicate a meaningful clustering of this high-dimensional dataset.
VIII.B.

NBA player performance

The second small N , high-dimensional dataset we consider is the NBA Players dataset on Kaggle [61], which
contains over two decades of statistics on basketball players in the National Basketball Association (NBA). The data
was scraped and collated by Justinas Cirtautas using the NBA Stats API.
We first preprocess the dataset and remove any players without at least five consecutive seasons of data, which
leaves N = 920 samples in the dataset. Then we focus on three key statistics for each player, over the first five years
of their career in the NBA (or first five years for which there are records in the NBA Players dataset): average points
per game, average rebounds per game, and average assists per game. This yields 3 × 5 = 15 features per data point.
The data samples are minmax normalized so that the minimum statistic is zero and maximum is one.
We calculate geodesic distances between players in this dataset and then use the geodesic distance matrix to embed
the data in R3 using the same embedding technique employed in the main article (force-directed graph layout). Due
to the small size of the dataset, we form initial states and calculate expected positions using extrinsic coordinates (no
local PCA) and using the maximum of the propagated state as the estimate of the expected position. The parameters
used are:  = e−1.3 , α = 1.2, ∆t = 0.1, nprop = 6, ncoll = 40. As with the previous example, we perform k-means
clustering based on the coordinates from the 3D embedding. In Fig. 11 we show the embedding and clustering for
five clusters. Some of the nodes are also labeled with the player names.
The embedding and clustering shown in Fig. 11 groups players according to performance and playing style. In
Fig. 12 shows the average statistics over five years for each of the clusters. Each cluster clearly shows a distinct
pattern in terms of average statistic over the five years. The highest performers, or superstars who excel in all three
categories (points, rebounds, assists), are grouped in the light blue cluster, while the orange cluster contains specialist
centers and forwards who excel at rebounding and also score points, and the brown cluster contains specialist guards
who excels at assists and scoring points.
As with the global COVID-19 mobility pattern dataset, the low-dimensional embedding and subsequent clustering
of this dataset using our approach demonstrates its utility on even small datasets.
IX.

DEVIATION MEASURE D FOR DATASETS

The main article defined a useful quantity, D = |h2 (ψζh0 |L̆,λ |ψζh0 ) − 1|, that can be used a heuristic for choosing
good values of  and α for a dataset. For ideal constructions of the propagator and coherent states, this quantity
should be O(h). In this section we plot this deviation measure as a function of  and α for all the datasets analyzed
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FIG. 9: Force-based graph layout of countries based on geodesic distance matrix extracted using our approach
applied to mobility pattern data in these countries during the COVID-19 pandemic. The colors indicate clusters
found using k-means clustering based on the 3D coordinates determined by the embedding.
in this work. We average this quantity over 28 choices of initial point, x0 , on each dataset to avoid sampling-related
bias around any particular point.
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FIG. 10: (Top) Percentage mobility changes over the monitored time period (Feb 15, 2020 to Jan 24, 2021) for
four randomly sampled countries in each cluster (rows), in each of the categories collected in the Google Community
Mobility Reports (columns). The countries are listed to the right of each row. Note the similarity of the mobility
patterns for countries in the same cluster. (Bottom) The average percentage mobility change for all countries within
each cluster, and separated across the categories (columns). Each cluster shows a distinct average mobility pattern.

FIG. 11: Force-based graph layout of 920 NBA players based on playing statistics over five years. The colors indicate
clusters found using k-means clustering based on the 3D coordinates determined by the embedding. Some of the player
names are listed to show representative players from each cluster (listing all names would make the plot illegible)
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FIG. 12: Average statistics, when averaged over all players in a given cluster. The colors of the averages correspond
to the cluster color-codes in Fig. 11. The panels show from left to right, the average points per game, average rebounds
per game, and average assists per game, all over five years.
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FIG. 13: Plots of log of the average deviation measure D (averaged over 28 initial points on each dataset) as a
function of log() and log(h) for the five datasets studied in this work. The red circle in each figure indicates the
parameter values used in the analysis presented in the main article and this SI.

